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Training is the mechanism by which learning systems extract structure from data [1, 2] and is typically formulated as
an optimization process driven by gradients and iterative parameter updates [3]. In quantum machine learning [4, 5],
this paradigm is usually retained: parameterized quantum circuits are evaluated at fixed parameter settings, gradients
are estimated from measurement outcomes via techniques such as the parameter-shift rule [6—8], and optimization
proceeds through a classical feedback loop [9, 10]. As a result, learning is effectively projected onto a classical
process, and quantum coherence plays no active role in the optimization dynamics. This hybrid approach faces
fundamental limitations: sampling fluctuations propagate into parameter updates, expressive models may exhibit
barren plateaus where gradients vanish exponentially with system size [11, 12], and distinct parameter configurations
are explored incoherently, forfeiting any advantage that quantum interference could provide in parameter space.

A natural question is whether classical training paradigms can be ported to quantum models. Recent work shows this
is fundamentally obstructed: backpropagation-like gradient scaling is impossible without access to multiple copies
of a quantum state, since measurement collapse prevents reuse of intermediate information [13, 14]. Even structured
circuit classes that partially recover favorable gradient scaling [15] do not resolve the deeper issue. Other approaches
have explored coherent parameter-updates and gradient-free methods for quantum optimization [16, 17]. These ef-
forts suggest that quantum models may require training principles that are native to quantum mechanics, rather than
adapted from classical algorithms. More generally, recent ideas aim to move beyond hybrid quantum—classical op-
timization by embedding learning directly into quantum dynamics [18-20]. A principled route in this direction is
provided by Quantum Hamiltonian Descent [18], which recasts optimization as Schrodinger evolution over parameter
space. Quantizing the dynamics induced by the Bregman—Lagrangian framework [21] via the path integral allows this
method to replace a single classical trajectory with a wavefunction that naturally evolves toward low-loss configura-
tions, exploiting superposition, interference, and tunneling to navigate non-convex landscapes. Recent results further
indicate that such Hamiltonian-based approaches can offer improved complexity guarantees in certain regimes [22].
In this work, we introduce Coherent Quantum Learning (CQL), a framework that specializes these ideas to the set-
ting where the objective function is generated by a parameterized quantum model acting on data. While quantum
Hamiltonian descent is formulated as a general optimization framework, CQL addresses learning systems in which
the optimization landscape arises from the interaction between model, dataset, and measurement process. In CQL,
model parameters are promoted to quantum degrees of freedom and evolved under a Hamiltonian that encodes the
cost function. Parameter configurations are explored in superposition and updated through unitary evolution, allow-
ing interference in parameter space to shape learning. This eliminates the need for explicit gradient computation and
classical feedback, replacing backpropagation-based optimization with coherent quantum evolution. Consequently,
training corresponds to a sequence of data-dependent coherent transformations, allowing the optimization dynamics
to be interpreted as a learning process rather than a search over a fixed function.

a. Constructing Coherent Quantum Learning: Model and Procedure. ~As a minimal illustration, consider a reduced
version of the data re-uploading model [23] consisting of a single-parameter learning model for binary classification.
Given input z € R with label y € {0, 1}, the model prepares the one-qubit state

[¢p(x,0)) = Ry(0) U(2)[0) = ao(z,0)|0) 4+ cu(x,0)[1), (D

where U () is a data-encoding unitary (e.g. R, (z)) and R, (0) = e~*¥/2 is a trainable rotation. The loss £, (x,0) =

1 — |y (x, 0)|? penalizes incorrect classification outcomes. To enable coherent training, the parameter is discretized
using m qubits, § = 27 Z;"zl ;277 with 6; € {0, 1}, yielding a grid G,, of 2" values in [0, 2), each represented
by a computational basis state |#) = |0160...6,,) on m ancillary qubits. By adding these ancillas, the model can
be evaluated coherently over all parameter values simultaneously through a unitary U, ¢ that entangles model outputs
with parameter configurations:

Urp(10)]0)°) = > [ao(x,0)[0)|6) + cu(x,0)[1)[6) ] )
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Figure 1. Numerical illustration of batch-based Coherent Quantum Learning (CQL). a) Loss landscape £(6;X,y) evaluated
over the full training dataset as a function of the two variational parameters g, 61, with contours indicating the structure of the
global objective. b) Evolution of the probability distribution of the parameter state 6 across sequential batched coherent training.
Starting from a uniform superposition W over parameter space, the state is evolved under the CQL Hamiltonian, where the loss
potential is constructed from individual training samples (batch size 1). The loss landscape associated with select batches is
shown alongside the corresponding parameter distributions, and the final state W1 after processing all 100 batches. As training
progresses, the probability amplitude increasingly concentrates in regions of low loss, and after completing the full epoch, the
final distribution anti-correlates with the global loss landscape shown in a), confirming that the coherent evolution has effectively
learned an inverse representation of the objective function.

This operation entangles model outputs with parameter configurations on an (m + 1)-qubit state and serves as the
basic primitive enabling coherent exploration of the loss landscape. More than one data point can be evaluated
simultaneously by adding one ancilla per datum, increasing the batch size; the cost function amplitude is then given
by the bit-string of the corresponding labels.

The CQL dynamics are generated by the Hamiltonian

Hequ(t) = O (<477 + X" He(a,6), )

where e#(t), eX() are damping parameters, 13’92 is the discrete Laplacian in parameter space, and Hy = Y, L(x,0)|0) (0|
is a diagonal Hamiltonian encoding the loss. The kinetic term promotes diffusion across parameter space, while the
loss Hamiltonian biases the dynamics toward low-loss regions. In the absence of prior information, the parameter
register is initialized in a uniform superposition, ensuring unbiased exploration of all configurations; if prior knowl-
edge is available, a localized wavepacket centered around an informed initial guess can bias the evolution toward
promising regions.

The construction of the loss Hamiltonian exploits the coherent model-evaluation unitary U, ¢. Using the amplitude-to-
diagonal conversion of Ref. [24], query access to a controlled version of U, ¢ yields a block encoding of the diagonal
loss operator with O(m) circuit depth and O(1) queries to the controlled model unitary. The time dependence of
the CQL Hamiltonian poses an additional challenge, since simulating time-dependent Hamiltonians is not a native
operation in the circuit model and typically introduces considerable overhead [25]. To address this, we employ the
clock-dimension construction of Refs. [26, 27], which introduces an additional Hilbert space #; with conjugate op-
erators X; and P,. This converts the non-autonomous evolution into a time-independent Hamiltonian on the enlarged
space H; ® Hg, where the scalar functions e¥(!) and eX(!) become diagonal operators in the clock coordinate. Once
the full block encoding is assembled, using standard techniques including quantum signal processing [28] for polyno-
mial transformations of operators, qubitization [29] implements the coherent training evolution. This formulation is
naturally compatible with fault-tolerant architectures [30] where long coherent evolutions can be sustained.
Although one could in principle construct a batch containing the entire dataset, corresponding to coherent global
training, this would require as many ancillas as data points and becomes impractical for large datasets. We there-
fore introduce an iterative batched training strategy, analogous to mini-batch methods in classical machine learning,
whereby the dataset is partitioned into smaller subsets processed sequentially. The system evolves under the CQL
Hamiltonian using the first batch, and the resulting parameter state is then used as the initial condition for a subse-
quent evolution encoding the next batch. This process is repeated until all batches have been processed, with the
batch size introducing a trade-off between spatial resources (qubit count) and temporal resources (circuit depth). This
batched regime fundamentally changes the role of the damping schedules. Whereas in global optimization one drives
the wavefunction to concentrate strongly around minima, aggressive concentration in the batched setting would overfit
to the current batch and erase information from previous ones. This phenomenon is directly analogous to stochastic
gradient methods, where update magnitude is regulated through a learning rate. In CQL, the analogous control is the
effective evolution time together with the damping schedules, which govern the balance between adaptation to the
current batch and retention of previously acquired information.
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Figure 2. a): Schematic of the interferometric phase-estimation setup. A single photon propagates through a balanced Mach—
Zehnder interferometer containing an unknown phase shift ¢ and a controllable phase shift 6, which is iteratively updated by the
CQL protocol. b): Time evolution of the probability distribution over the discretized parameter register, | ¥ (6, ¢)|?. Starting from
a uniform superposition, the coherent dynamics progressively localize the probability amplitude around the global minimum of
the loss landscape, yielding an accurate estimate of the unknown phase ¢.

b.  Quantum classification with a data re-uploading model. ~We first illustrate CQL on a binary classification task
in which the objective is to distinguish points inside from outside a one-dimensional interval. The model is a single-
qubit data re-uploading circuit with two layers of trainable rotations, and each parameter is discretized using five
qubits over a grid of 2° points in (—, 7). Figure 1 shows the evolution of the probability distribution over parameter
space during one epoch of single-sample coherent training. Starting from a uniform superposition, the distribution
progressively adapts to the structure of the cost function, developing pronounced peaks at parameter values associated
with minima of the loss landscape. After processing all training samples, the final distribution anti-correlates with the
global loss landscape: low-loss regions appear as high-probability components of the parameter state. Rather than
outputting a single optimized parameter value, CQL generates a quantum representation of the loss landscape itself,
where probability amplitudes encode the learned information about high-performing parameter regions directly in the
final state.

c. Interferometric phase learning. As a second demonstration, we apply CQL to a physics-motivated parameter
estimation task by learning an unknown phase shift in a balanced Mach—Zehnder interferometer, illustrated in Fig. 2a).
A single photon is split into two paths containing an unknown phase ¢ and a controllable phase 6, respectively.
The output interference depends only on the relative phase between the two arms, allowing the estimation problem
to be formulated as the optimization of the interferometric loss £(0,¢) = sin?[(6 — ¢)/2], whose minimum is
attained at § = ¢. The controllable phase is encoded in a five-qubit parameter register and is initialized in a uniform
superposition. Figure 2b) shows the coherent evolution of the probability distribution throughout the optimization
process. As the dynamics evolve, the probability amplitude progressively localizes around the global minimum of the
interferometric loss landscape, accurately identifying the unknown phase. This result illustrates that CQL naturally
extends beyond quantum machine learning, enabling coherent optimization of physical parameters without iterative
classical optimization.

d. Summary and outlook. CQL defines a new general computational primitive for quantum learning in which
superposition and interference become active resources that shape the training dynamics. The protocol applies to
arbitrary parameterized quantum circuits, accommodates batched training, and is compatible with fault-tolerant quan-
tum computing where long coherent evolutions can be leveraged for optimization. The computational complexity
of CQL depends on the cost of Hamiltonian simulation and the construction of the loss Hamiltonian; the framework
naturally inherits advances in block encoding and Hamiltonian simulation techniques. Several directions remain open,
including rigorous complexity analyses, improved Hamiltonian constructions and discretization strategies, extensions
to fault-tolerant quantum learning architectures [31, 32], integration with error mitigation techniques [33], and deter-
mining whether coherent learning can provide asymptotic advantages over hybrid optimization.

More broadly, this work suggests that quantum models may benefit from training principles native to quantum me-
chanics, where learning itself is treated as a physical process governed by quantum dynamics, rather than adaptations
of classical algorithms that implicitly impose a classical structure on the optimization process.

Code availability. Code and data for the numerical results are available at https://github.com/nacedob/
Coherent—-Quantum-Learning.
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We introduce coherent quantum learning, a training framework for parameterized quantum models
in which the model parameters are quantum degrees of freedom evolved under a Hamiltonian
that encodes the loss function. Current quantum machine learning retains classical optimization:
parameters are updated by a classical outer loop using gradient estimates from measurements, and
quantum coherence has no role in the training dynamics, just as in any classical treatment of the
same problem. In the quantum case, a parameter register initialized in superposition evolves unitarily,
and probability amplitude concentrates near low-loss configurations through interference, without
gradient computation or classical feedback. We give an explicit construction using block encodings
and Hamiltonian simulation, applicable to arbitrary parameterized circuits. Numerical experiments
on binary classification and interferometric phase estimation confirm that the evolved distribution
peaks at the optimal parameters, matching gradient-based performance. The construction is suited
to fault-tolerant hardware and extends to batched training via sequential Hamiltonian evolution.

Introduction.— Training is the process by which learn-
ing systems discover patterns and acquire structure from
data [1, 2]. In classical machine learning, this is formu-
lated as an optimization task, typically solved via discrete,
iterative updates acting on parameter values [3-6]. From
a physical point of view, learning can be interpreted as
a dynamical process in which these updates trace out
an evolving trajectory over time. Quantum computing
introduces computational models in which information
is encoded in quantum states and evolves according to
quantum dynamics [7-9]. Quantum machine learning
extends learning frameworks to quantum computational
settings [10, 11]. Common approaches in quantum ma-
chine learning involve parameterized quantum systems
trained to perform learning tasks, with information en-
coded in quantum states and processed through quantum
operations and measurement. Most existing approaches
to quantum learning, however, adopt a hybrid formu-
lation in which parameter updates are delegated to a
classical outer loop [12-15]. Quantum models are eval-
uated at specific parameter settings, and gradients are
estimated from measurement outcomes via techniques
such as the parameter-shift rule [16-18], with optimiza-
tion proceeding through classical feedback. This approach
faces fundamental scalability barriers: statistical fluctua-
tions from sampling propagate into parameter updates,
and expressive models may exhibit barren plateaus, where
gradients vanish exponentially with system size [19, 20].
More fundamentally, distinct parameter configurations
are explored incoherently, and any advantage arising from
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quantum interference and superposition in parameter
space is potentially lost.

A natural question is whether classical training
paradigms such as backpropagation can be ported to
quantum models [21]. Recent work shows this is funda-
mentally obstructed: backpropagation-like gradient scal-
ing is impossible without access to multiple copies of
a quantum state, since measurement collapse prevents
reuse of intermediate information [22, 23]. Even struc-
tured circuit classes that partially recover favorable gra-
dient scaling [24] do not resolve the deeper issue. Recent
work has also explored coherent parameter-updates and
gradient-free approaches to quantum learning and opti-
mization [25, 26]. These efforts suggest that quantum
models may require training principles that are native to
quantum mechanics, rather than adapted from classical
algorithms.

More generally, recent ideas aim to move beyond hybrid
quantum-—classical optimization by embedding learning
directly into quantum dynamics [27-29]. A principled
route in this direction is provided by Quantum Hamil-
tonian Descent [27, 28], which recasts optimization as
Schrédinger evolution over parameter space. Quantizing
the dynamics induced by the Bregman-Lagrangian frame-
work [30, 31] via the path integral allows this method
to replace a single classical trajectory with a wavefunc-
tion that naturally evolves toward low-loss configurations,
exploiting superposition, interference, and tunneling to
navigate non-convex landscapes. Recent results further in-
dicate that such Hamiltonian-based approaches can offer
improved complexity guarantees in certain regimes [32].
This suggests that training quantum learning models can
be realized as a coherent transformation, for example
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FIG. 1. Conceptual comparison of training in traditional
approaches and Coherent Quantum Learning (CQL). The
circuit illustrates one coherent training step, where an ancilla
register controls discretized parameter shifts and encodes the
loss as phase.

through Hamiltonian simulation [33-37], rather than as
an externally driven classical routine.

In this Letter, we introduce Coherent Quantum Learn-
ing (CQL), anew learning procedure that defines a general
computational primitive for quantum learning. CQL ap-
plies to arbitrary parameterized circuit quantum models
and does not rely on hybrid optimization loops or problem-
specific structure. This comparison is depicted in Fig. 1.
The construction of CQL is naturally compatible with
fault-tolerant architectures, where long coherent evolu-
tions can be sustained and leveraged for optimization. In
this setting, training is realized through the simulation
of a quantum dynamics acting on a parameter register,
with the objective function encoded as an operator on
a Hilbert space. This perspective unifies learning and
quantum evolution within a single framework, in which
quantum coherence functions as an active resource rather
than a passive property.

Learning model.— As a minimal setting to illustrate the
CQL protocol, we consider a reduced version of the data
re-uploading model [38] consisting of a single-parameter
learning model for binary classification. Given an input
x € R with label y € {0,1}, the model prepares the
one-qubit state

[ (x,0)) = Ry(0) U(x) [0) = ao(,0)[0) + a1 (z,0) \1)(, :

1

where U(r) is a data-encoding unitary (e.g., R.(z)) and

R, (6) = e~"Y/2 is a trainable rotation. The cost function
to be minimized is defined as

Ly(@,0) =1~ |ay (=, 0)/%, (2)

where o, = (1 — y)ap + ya1, which penalizes incorrect
classification outcomes.

To enable coherent training, we discretize the parame-
ter A using m bits, 0 = 27 Z;n:l 0,277, 6; € {0,1}, which

|0>®m —G)——
i - \0)—[U(arl-)j]—[R(r/Z)HR(w/4)]~~'{R(W/Tn)]‘

FIG. 2. Circuit for one coherent training step. An ancilla
register controls discretized parameter shifts and encodes the
loss as phase.

yields a grid G, of 2™ possible values in [0, 27), each rep-
resented by a computational basis state |#) = 0105 ...0,,)
on m ancillary qubits. Therefore, one can define the cor-
responding discrete position and momentum operators in
the 0 basis denoted as é, by respectively.

Crucially, by adding these m ancillary qubits, the model
can be evaluated coherently over all parameter values of
the grid by a unitary U, ¢ acting on the main qubit and
the ancillas encoding the parameter register,

Uas(10)210)°™) = 3 [ao(x,0) 10} 10)+1 (2,0)[1) 6)].

0€Gm
(3)
This operation entangles model outputs with parameter
configurations on a m + 1 qubit state, thus, the con-
struction depicted in Fig. 2, serves as the basic primitive
enabling coherent exploration of the loss landscape in the
protocol introduced below.

Note that we can evaluate simultaneously more than one
data point by adding one ancilla per data, thus increasing
the size of the batch. In this case, the amplitude that
defines the cost function, Eq. (2), is given by the bit-
string of the corresponding labels, which can be mapped
to the string |0...0) by applying X gates in those registers
where the label is 1.

Coherent Quantum Learning (CQL) protocol.— We
now introduce the protocol for training a single batch of
the defined learning model coherently. For simplicity we
will assume the batch is of size 1, where the extension to
a larger size is straightforward. We build upon the time
evolution introduced in [27],

. 1~ N ~
Foqu() =0 (<378 ) + O ie(e ), (4

where e#(®) eX(t) are the damping parameters, ]592 is
the Laplacian operator in the 6 basis and Hp(z,0) is
the diagonal Hamiltonian proportional to £,(x,6) that
encodes the objective function to minimize. In the absence
of prior information, the initial condition is chosen as an
equal superposition over the parameter space, ensuring
an unbiased exploration of all configurations. If prior
information is available (e.g., an informed initial guess
o), it can be incorporated by initializing the state as a



localized wavepacket (e.g., a Gaussian) centered around
0o, thereby biasing the evolution toward promising regions
of the landscape.

The first obstacle to simulating the dynamics effi-
ciently on a gate-based quantum computer arises from
the time dependency of the Hamiltonian. Simulating
time-dependent Hamiltonians is not a native operation in
the circuit model, and typically introduces considerable
overhead [39]. To address this issue, we employ the tech-
nique outlined in Refs. [40, 41], which involves enlarging
the Hilbert space, introducing a “clock dimension” [42].
This expansion transforms the time dependence of a given
Hamiltonian into a position operator X; in an additional
Hilbert space. Consequently, albeit at the expense of
enlarging the Hilbert space to H; ® Hg, this approach
enables us to work with a time-independent Hamiltonian

Heqr =Pol+eX) @ (—2P92) +eXX) @ He(,0),
(5)

where we assume X;, P, to be discretized by using ny
ancilla registers and [to), the initial state for the new
register, to be a representation of a localized wave function
(delta function) in the position basis at z; = 0. In this
way, the complexity of training our learning model is
transferred to the simulation of the dynamics generated
by Eq. (5). Throughout this Letter, we assume access
to a block encoding of the Hamiltonian, and explicitly
describe how to construct the novel components.

We firstly address how to construct the block encoding
of Hr(z,0) = > 0eg,, L(x,0)10) (0]. The key ingredient
in this construction is the unitary U, ¢ described in Eq. (3),
which evaluates the learning model in every possible value
of the grid for the trainable parameter §. We show the
explicit circuit implementation for U, ¢ in Fig. 2. Without
loss of generality we can assume y = 1, which translates
into L(z,0) = |ag(z,0)|?. Therefore, the next step is
to achieve a block encoding of H, from query access to
Usz¢. To this end, we can use Theorem 2 from Ref. [43]
in order to prepare a (1,m + 4,0) block encoding Ui

of the diagonal operator vVH = > oeg,, ao(z,0)]0) (0]
with O(m) circuit depth and O(1) queries to a controlled
version of U, 9. Note that the ancilla used for classifying
x has been counted as an additional ancilla qubit in the
block encoding. By using the same protocol but this time
applied to UL@ instead, we get U\/ﬁ“ a (1,m+4,0) block

encoding of \/ET =Y 0eqg, % (r,0)10)(0]. Using these
two block encodings, we now build the block encoding of
H/, which actually can be written as a block encoding of

VHVH T. To achieve the block encoding of a product from
the individual block encodings of same the size [44], we
can use a single ancillary qubit, see Supplemental Material.
We thereby obtain a (1,m 4 5,0) block encoding of H.
with O(m) circuit depth and O(1) queries to a controlled
version of Uy 4.

Finally, in order to achieve the block encoding of ﬁcQ L,
we need to obtain the block encoding of certain functions

3

of &y, Pt, Pg. The discrete representation of these oper-
ators, broadly studied, is not unique, as it depends on
the discretization, the numerical method employed, and
the boundary conditions. Some explicit examples on how
to construct the block encoding of these operators can
be found in Ref. [45]. A systematic analysis of optimal
discretizations and the control of operator norms to avoid
unfavorable scaling is beyond the scope of this Letter.

Interferometer plus figure.

Next, one may apply the Quantum Singular Value
Transformation (QSVT) [46] to realize a polynomial
transformation to #; approximating the functions
e?(X1) - ex(Xe) obtaining the corresponding block encod-
ings. Alternatively, we can consider standard techniques
for block-encoding arbitrary diagonal operators, e.g., via
quantum read-only memory for classical function values
of x on the X, register, or via the amplitude-to-diagonal
conversion of Theorem 2 of Ref. [43] when the function
values can be loaded as state amplitudes. After homoge-
nizing all block encodings in the same Hilbert space to
act in the same number of ancillas, the target Hamilto-
nian can be constructed as a linear combination of the
individual block encodings.

Finally, since access to our Hamiltonian is provided via a
block encoding, we use qubitization [34] to implement the
time evolution of the initial state. In this way, we obtain
a quantum state that encodes a probability distribution
on the values of § whose maximum corresponds to the
optimal value for training our learning model.

Batched CQL.— So far, we have introduced general co-
herent training for a single batch. Although it is possible
to construct a batch the size of the entire dataset, corre-
sponding to coherent global training, this would require
as many ancillas as data points. This is not a realistic
scenario, as it becomes impractical for large datasets.
Therefore, the need for iterative learning from different
batches arises. We propose an iterative batched training
strategy, analogous to mini-batch methods in classical
machine learning, whereby the dataset is partitioned into
smaller subsets that are processed sequentially.

Let us consider a training set divided into B batches.
Starting from an initial parameter state, the system
evolves under the Hamiltonian in Eq. (4) using the first
batch of training samples. The resulting parameter state
is then used as the initial condition for a subsequent evo-
lution under an updated Hamiltonian that encodes the
next batch into the data registers. This sequential process
is repeated until all batches in the training set have been
processed. Here, the choice of batch size introduces a
fundamental trade-off between spatial resources, namely
the qubit count, and temporal resources, namely the cir-
cuit depth. Figure 3 shows a schematic representation of
batched coherent training and is discussed in more detail
later.

The main challenge of batch training is for the quan-
tum system to retain information from previous batches
while, at the same time, learning from new samples. This
requirement fundamentally alters the role of the damping
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FIG. 3. Numerical illustration of batch-based Coherent Quantum Learning (CQL). (a) Loss landscape £(0;X,y) evaluated
over the full training dataset as a function of the two variational parameters 6o, 61, with contours indicating the structure of
the global objective. (b) Evolution of the probability distribution of the parameter state 6 across sequential batched coherent
training. Starting from a uniform superposition ¥y over parameter space, the state is evolved under the CQL Hamiltonian,
where the loss potential is constructed from individual training samples (batch size 1). The loss landscape associated with select
batches is shown alongside the corresponding parameter distributions, and the final state W1o¢ after processing all 100 batches.
As training progresses, the probability amplitude increasingly concentrates in regions of low loss, and after completing the full
epoch, the final distribution anti-correlates with the global loss landscape shown in (a), confirming that the coherent evolution
has effectively learned an inverse representation of the objective function.

schedules compared to the quantum Hamiltonian descent
framework [27]. In the conventional global optimization
setting, the schedules p(t) and x(t) are typically chosen
such that e?®/x() 5 0 as t — oo, thereby concentrat-
ing the parameter-state distribution around the global
minima of the loss landscape. In the batched setting,
however, such aggressive concentration is generally un-
desirable, since it would overemphasize the information
contained in the current batch and reduce robustness
to subsequent batches while erasing information from
previous batches.

This phenomenon is directly analogous to stochastic or
mini-batch gradient methods, where the update magni-
tude is regulated through a learning rate hyperparameter.
In the present framework, the analogous control parameter
is the effective evolution time under the CQL Hamilto-
nian, together with the associated damping schedules.
These quantities determine how strongly the parameter
distribution adapts to each processed batch, and therefore
govern the balance between local batch fitting and global
generalization. Consequently, in the batched regime, the
asymptotic divergence condition on the ratio ¢(t)/x(t) is
no longer appropriate and need not be imposed.

Numerical demonstrations.— (a) Quantum classifi-
cation with a data re-uploading model. To illustrate
the proposed protocol, we consider a binary classification
task in which the objective is to determine whether input
points lie inside or outside a one-dimensional interval.
As a quantum model, we employ a single-qubit data re-
uploading circuit with two layers of trainable rotations,
yielding a variational ansatz with two parameters. The
corresponding loss landscape is shown in Fig. 3(a). Each
parameter is then discretized using five qubits. Within
this framework, we perform one training epoch using the
coherent training protocol in the single-sample regime.

Fig. 3(b) presents the evolution of the probability dis-
tribution induced by the discretized variational parameter
space. Starting from an initial uniform superposition, the

probability distribution progressively adapts to the struc-
ture of the cost function, developing pronounced peaks
at parameter values associated with minima of the loss
landscape. As training proceeds, the distribution increas-
ingly reflects the geometry of the underlying objective
function, ultimately exhibiting a bimodal concentration
around the dominant minima. These results indicate
that the model effectively learns an inverse representa-
tion of the loss landscape encoded in the final probability
amplitudes. Rather than producing a single optimized
parameter value, the protocol generates a quantum repre-
sentation of the landscape itself, where low-loss regions
are encoded as high-probability components of the final
state. Further details regarding the exact configuration of
these numerical results are provided in the Supplementary
Materials.

The computational complexity of CQL depends on the
cost of Hamiltonian simulation and the construction of the
loss Hamiltonian. While a complete complexity analysis
is beyond the scope of this work, the framework naturally
inherits advances in block encoding and Hamiltonian
simulation. Determining whether coherent learning can
provide asymptotic advantages over hybrid optimization
remains an important open question.

(b) Interferometric phase learning. To demon-
strate the applicability of CQL to physical systems and
parameter estimation, we ground our framework in a
concrete physics-motivated task: learning an unknown
phase shift ¢ € [—m, 7) within a two-mode interferometer
(such as a Mach-Zehnder setup). Unlike the classification
example, this task does not arise from machine learning
but from a physical inference problem. It illustrates that
the same coherent learning protocol naturally applies to
learning unknown Hamiltonian parameters.

The physical setup, illustrated in the upper-left panel
of Fig. 4, consists of a balanced Mach—Zehnder interfer-
ometer [47, 48]. A single photon is split by a 50:50 beam
splitter (BS) into two spatial modes, defining the com-
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FIG. 4. Upper left: Schematic of the interferometric phase-
estimation setup. A single photon propagates through a bal-
anced Mach—Zehnder interferometer containing an unknown
phase shift ¢ and a controllable phase shift 6, which is it-
eratively updated by the CQL protocol. Upper right: Cor-
responding loss landscape, £(6,$) = sin?[(§ — ¢)/2], whose
global minimum identifies the unknown phase. Main: Time
evolution of the probability distribution over the discretized
parameter register, |¥(6,¢)|>. Starting from a uniform su-
perposition, the coherent dynamics progressively localize the
probability amplitude around the global minimum of the loss
landscape, yielding an accurate estimate of the unknown phase

é.

putational basis states |0) (lower arm) and |1) (upper
arm). The upper arm contains an unknown phase shift
¢ € [—m, ), while the lower arm contains a controllable
phase shift 6, which is dynamically updated by the CQL
protocol. The two paths are subsequently recombined at
a second balanced beam splitter before projective mea-
surement at the output ports.

The interference pattern depends solely on the relative
phase between the two arms, yielding the measurement

probabilities p(0) = sin? (%70) and p(1) = cos? (‘%9)
(see Appendix S5 for the full algebraic derivation). Conse-
quently, estimating the unknown phase ¢ reduces to identi-

fying the control parameter  that maximizes constructive
interference. Within the CQL framework, this objective is

. 2 (60—
encoded through the loss function £(6, ¢) = sin (Tqb) ,

which attains its global minimum when 6 = ¢.

The parameter register representing the candidate val-
ues of # is encoded using five qubits, corresponding to
a discretized parameter space of 2° points. The register
is initialized in a uniform superposition, representing a
non-informative prior over the unknown phase. The sub-
sequent evolution is simulated coherently, following the
CQL dynamics introduced in this work. Here, we employ
the time-dependent schedules ¢(t) = 1/t and x(¢) = t,
which progressively suppress exploration while increas-
ing the influence of the loss landscape. Details of the

numerical implementation and simulation parameters are
provided in Appendix S5.

Figure 4 illustrates the coherent evolution of the CQL
parameter register throughout the optimization process.
As the evolution progresses, the increasing influence of the
loss potential and the simultaneous suppression of kinetic
spreading drive the wavefunction toward the global mini-
mum of the interferometric loss landscape. By the end of
the evolution, the probability amplitude is strongly local-
ized around the optimal parameter value, corresponding
to the unknown phase shift ¢. This demonstrates that the
coherent dynamics successfully perform phase estimation
without requiring repeated classical optimization steps.

Conclusion and outlook.— We have introduced Coher-
ent Quantum Learning (CQL), a framework in which the
training of quantum models is itself implemented as a co-
herent quantum process. Model parameters are promoted
to quantum degrees of freedom and evolved under a Hamil-
tonian encoding the objective function, replacing iterative
classical optimization with unitary dynamics in parameter
space. In this formulation, superposition and interference
become active computational resources that shape the
learning dynamics, allowing parameter configurations to
be explored collectively rather than sequentially.

Our construction provides a general and architecture-
independent primitive for quantum learning. The protocol
applies to arbitrary parameterized quantum circuits, nat-
urally accommodates batched training strategies, and is
compatible with fault-tolerant quantum computing archi-
tectures where long coherent evolutions can be sustained.
Numerical simulations demonstrate that the resulting dy-
namics progressively concentrate probability amplitude
around low-loss regions of the landscape, effectively encod-
ing learned representations within the quantum state itself.
Several directions remain open for future investigation,
including complexity analyses, improved Hamiltonian
constructions and discretization strategies, extensions to
fault-tolerant quantum model architectures [49, 50], and
integration with error mitigation techniques [51].

More broadly, this work points toward a reconsideration
of how learning should be formulated in quantum systems.
Much of the current effort in quantum machine learning
seeks to reproduce classical training paradigms, such as
gradient-based optimization, within quantum settings.
However, these paradigms implicitly impose a classical
structure on the learning process, potentially obscuring
the role of coherence and interference. In contrast,
the procedure introduced here treats learning itself
as a physical process governed by quantum dynamics,
suggesting that quantum models may benefit from
training principles that are native to quantum mechanics
rather than adapted from classical algorithms.

Code and data availability: The code and data for the
numeric results are available at https://github.com/
nacedob/Coherent-Quantum-Learning
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Appendix S1: Hamiltonian Construction

Our CQL Hamiltonian is time dependent. To overcome the explicit time dependence of the CQL Hamiltonian, we
use the clock-dimension construction of Refs. [40, 41]. The basic idea is to replace a non-autonomous Schrodinger
equation by an autonomous one in a larger Hilbert space. Let the original parameter-space dynamics be generated
by a time-dependent Hamiltonian, see Eq. (4). The corresponding evolution is formally given by the time-ordered
exponential

U(T,0) =T exp (—z/o HCQL (t) dt) , (S1)

which is difficult to implement directly because the Hamiltonian changes during the evolution. The clock construction
removes this explicit time dependence by introducing an additional Hilbert space H;, with conjugate operators X;
and P;. The operator X, stores the clock coordinate, while P, = —i0,, generates translations along this coordinate.
In the enlarged Hilbert space H; ® My, the time-dependent scalar functions e?® and ex(®) are promoted to diagonal
operators e?(X¢) and eX(X+) This gives the time-independent Hamiltonian given by Eq. (5). The role of the first term,
B I, is to translate the clock wavepacket through the clock register. If the clock register is initialized in a localized
state [to), concentrated near x; = 0, then the translation generated by P; makes the system sample the values of e?(®t)
and eX(#) along the clock coordinate during the evolution. In this way, the original time dependence is encoded as
position dependence in an auxiliary register. After discretizing the clock with n; qubits, the continuous operators X;
and P; are replaced by finite-dimensional approximations acting on a grid of 2™t clock points.

This construction transfers the problem of implementing a time-dependent evolution to the problem of simulating
the time-independent Hamiltonian in Eq. (5). The price paid is the enlargement of the Hilbert space and the need to
block-encode the new operators appearing in the clock Hamiltonian. In particular, to construct the full Hamiltonian
one needs block-encodings of Pt, ]5927 the diagonal functions e¥(X*) and eX(X*) and the loss Hamiltonian H, (z, é)
Once these block-encodings are available, the full Hamiltonian can be assembled using standard block-encoding
arithmetic: tensor products for terms acting on different registers, multiplication for operator products, and
linear-combination-of-unitaries techniques for the final sum.



S1.1. Functions of the Position Operator

For our purposes, we are interested in block-encodings of diagonal functions of the position operator, X, such as
e?X) and eX(X) | Since X is diagonal on a uniform grid, any function f(X) is also diagonal:

f(X) = diag(f(wo), f(21), ..., fan—1)). (S2)

One systematic way to construct such a block-encoding is to start from a block-encoding of the normalized position
operator X /ax, with spectrum contained in [—1, 1], and then use QSVT to implement a polynomial approximation
P, to the desired function. More precisely, after mapping the spatial interval [Zmin, Tmax] to [—1, 1], one chooses a
polynomial P; such that

<e  fla)=e"" or f(a) = X", (S3)

max
ZE[Tmin,Tmax

Py(x) — 1z)

af

where oy > MaxXge(p, zmad |f(2)] is the block-encoding normalization. Applying QSVT to the block-encoding

of X /ax then gives a block-encoding of Pd(X ) &~ %)f() The query complexity is linear in the polynomial degree

Nyueries = O(d) uses of the block-encoding of X /ax and its inverse, together with O(d) single-qubit phase rotations,
plus the gate cost of implementing the underlying block-encoding of X. Therefore, the efficiency of this route
is controlled by the approximation degree d. If f is analytic on and around the relevant interval, Chebyshev or
minimax polynomial approximations can achieve d = O(log(1/¢)) up to constants depending on the size of the analytic
continuation region and the variation of f. By contrast, for functions with only finite smoothness, the degree may
scale polynomially in 1/e. Thus, QSVT gives an asymptotically efficient block-encoding when the functions e?(®@) and
eX(®) are sufficiently regular, but the cost can increase significantly for rapidly varying or nonsmooth coefficients.

There are also alternatives that exploit the fact that f(X) is diagonal. One possibility is to construct a direct LCU
block-encoding using a Walsh-Hadamard or Pauli-Z expansion of the sampled function on the grid:

f(X) = Z csZs, Zs = ®Z;-7ES. (S4)
j=1

SC{1,...,n}

For the linear position operator, only O(n) such Pauli-Z strings are needed, which leads to a very efficient LCU
construction as in Ref. [45]. For a general function f(z), however, the Walsh expansion may contain many nonzero
coefficients, potentially up to 2", unless f has additional structure or the expansion can be truncated efficiently. In
that case, the LCU cost is controlled by the number of retained Walsh coefficients and by their ¢;-norm,

aLcu = Z |cs |- (S5)
s

Another direct approach is to compute the grid value f(z;) reversibly and load it into an ancilla amplitude. Namely,
one implements an arithmetic oracle of the form

2

| (S6)

10y — 13y [ L9210y + 1 f1 - ’fif)

af

which directly block-encodes the diagonal matrix f(X)/ay. The cost of this construction is governed by the reversible
arithmetic required to evaluate f(z;) to the desired precision, rather than by a QSVT polynomial degree. This can be
preferable when f has an efficient arithmetic description, for example when ¢(z) or x(z) are simple polynomials,
rational functions, or elementary functions. Therefore, QSVT is a natural and general route when one already has a
good block-encoding of X and a low-degree polynomial approximation to f, whereas direct Walsh/LCU or arithmetic
amplitude-loading constructions may be more efficient for diagonal functions with exploitable structure.

S1.2. Momentum Operator

The choice for representing the momentum operator P on a discrete space is not unique and depends on the
numerical scheme employed and the boundary conditions of interest, each leading to a different matrix representation
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with distinct accuracy, sparsity, and stability properties. For instance, finite-difference discretizations produce sparse
matrices whose entries depend explicitly on the boundary treatment, whereas Fourier spectral methods produce a
diagonal representation in momentum space that is generally dense in position space. Consequently, a block encoding
of the momentum operator should always be understood as a block encoding of a specific discretized version of the
continuous operator, rather than of a unique finite-dimensional object.

A common drawback of these discretizations is the scaling of the norm of the momentum operator. In the absence
of additional regularity assumptions, the derivative operator is unbounded. Consequently, refining the grid increases
the largest momentum mode that can be represented and, therefore, increases the normalization factor required in a
block-encoding. This directly affects the cost of Hamiltonian simulation. In typical discretizations, the norm of the
discretized momentum operator scales linearly with the number of grid points, that is, as O(N). Since N = 2" for an
n-qubit spatial register, this corresponds to an exponential scaling in the number of qubits. An explicit methodology
for achieving a block encoding of the momentum operator can be found in Ref. [45].

However, the unfavorable scaling is not intrinsic to all implementations, but rather to treating the derivative operator
as a generic matrix whose block-encoding normalization is set by its worst-case operator norm. Since the derivative is
unbounded, this worst-case norm necessarily grows as the grid is refined. To avoid paying this cost, one must either
exploit additional structure of the derivative operator or impose regularity assumptions on the states being simulated.

To mitigate this scaling, we need to explore specific structures of the derivative matrices. The idea relies in
the fact that the large norm of the discretized derivative is caused by high-frequency grid modes, restricting the
dynamics to a subspace |p| < K replaces the worst-case bound ||P|| = O(N) by an effective bound || Plleg = O(K).
For sufficiently smooth or analytic solutions, K can be much smaller than the total number of grid points N, so the
Hamiltonian-simulation cost is controlled by the physically occupied bandwidth rather than by the formal ultraviolet
cutoff of the discretization.

In order to illustrate how to achieve a block encoding of this operator (without mitigating the scaling), we can
consider a periodic grid. Let S denote the cyclic shift

Sljy =17+ 1 (mod N)). (S7)
The central-difference momentum operator can be written as
N S — st 1
— (s - ot
P A, QAx( S+ZS). (S8)

Since —iS and iSt are unitary, this gives an immediate LCU block-encoding. With PREP|0) = % and SELECT =
|0)(0| ® (—4S) + |1)(1| ® (iST), one obtains

((+| ® I)SELECT(|+) ® I) = Az P. (S9)

Thus this construction gives a (ﬁ, 1, O) block-encoding of P. Note that the rescaling factor ﬁ will lead to a simulation
time sacling like ¢ ~ Az (exponential with number of qubits).

A block-encoding of P2 can be obtained in two natural ways. One may either compose two block-encodings of P,
using the standard block-encoding multiplication rule, or construct a block-encoding of P? directly by exploiting the
explicit finite-difference stencil of the second-derivative operator.

Appendix S2: Cost Hamiltonian

We now describe the construction of the loss Hamiltonian. The objective is to block-encode
He(z,0) = Y L(x,0)0) (0], (S1)
0€Gm

which is diagonal in the parameter register. The key primitive is the coherent model-evaluation unitary U, g, which
evaluates the quantum model simultaneously over all grid values of the trainable parameter. Acting on the model
qubit and the m-qubit parameter register, it prepares

U (10) @10)°™) = > [ao(,0)]0) 6) + aa (x,60) [1)]6)] (S2)
0€Gm
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10)

|0>®(m+4)

‘U>®m

FIG. S1. Circuits that implements the block encoding of H from the block encodings of vH and vVH T. It requires access to
the controlled block encoding of the roots of H, one more ancilla, an (m+4)-controlled generalized Toffoli gate and one X gate.

Thus the amplitudes of the model output are coherently correlated with the parameter values 6. For binary classification,
and without loss of generality taking y = 1, the loss is

L(w,60) = 1= |aa(,0)]? = |ao(z, O)]*. (33)

Therefore, it is enough to construct a diagonal operator whose entries are |ag(z, ) |%.
To do this, we first construct a block-encoding of the “square-root” diagonal operator

VH = 3" ao(x,0)16) (6] (S4)
0€Gm

Using the amplitude-to-diagonal conversion of Ref. [43], query access to a controlled version of U, ¢ gives a (1,m +4,0)

block-encoding U, 77 of v H, with circuit depth O(m) and O(1) queries to the controlled model evaluation unitary.
The ancilla used to store the classification outcome is included in the ancilla count. Applying the same construction to
Ui,e gives a block-encoding U i of

T *
VH = 3" aj(2,0)10) (0] (S5)
0€Gm
Since the loss Hamiltonian is

He(w,6) = VEVE' = 3 lao(w,0)16) (0], (56)

we obtain a block-encoding of H, by multiplying the two block-encodings, see Fig. S1. Using the standard block-
encoding product rule, with the two encodings acting on compatible ancilla spaces, this multiplication requires one
additional ancilla qubit. Therefore, the resulting block-encoding of the loss Hamiltonian has parameters (1, m + 5,0)
with overall circuit depth O(m) and O(1) queries to a controlled version of Uy g.

S2.1. Extension to several simultaneously evaluated data points

The construction above can be extended to a batch of data points evaluated coherently in the same circuit. For
clarity, consider first a batch of two samples

B = {(z1,y1), (x2,92)}. (S7)

Instead of using a single model-output qubit, we introduce two output qubits, one for each data point. The coherent
model-evaluation unitary now acts as

Us, (10)[0) @ [0)°™) = D |a(21,0)) ® |a(x2,0)) @ |6), (S8)
0€Gm
where
la(xp, 0)) = ap(xp, 0)|0) + aq (s, 0)[1), b=1,2. (S9)
Equivalently,
Ug, (100) ® |0)®™) = Z Z (21, 0) 0, (22, 0)|2122)10). (S10)

0€Gm z1,22€{0,1}
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If the labels are y1, y2, the amplitude associated with classifying both examples correctly is
BB(0) = oy, (x1,0)0ry, (22, 0). (S11)

By applying X gates to those output qubits whose label is 1, the correct label string |y1y2) can be mapped to |00).
Thus, after this relabelling, the amplitude of the state |00) is precisely 8(6).

Using the same amplitude-to-diagonal conversion as in the single-sample case, query access to Ug g gives a block-
encoding of the diagonal operator

VAs =3 Bs(0)(6)0). (512)

0€Gm
Multiplying this block-encoding by its adjoint gives
corr T
Hy™ = VEsVHg = Y 1850)16) 6] (313)
0€Gm

Since
1B5(0)* = |y, (z1,0) |y, (22, 0) 7, (S14)

this operator encodes the probability that both samples in the batch are classified correctly:

Hg™ = > py, (21,0)py, (z2,0)]0)(0). (S15)
0€Gm

Therefore, a natural joint batch loss is

I:choint =I-HF™ = Z [1— Py (z1, Q)py2 (22,0)]16)(0]. (S16)

This construction is a direct generalization of the single-sample loss. However, it should be noted that it corresponds
to a product-type batch objective, not to the usual empirical mean loss.

S2.2. Block-encoding different cost functions

The construction of the loss Hamiltonian can be generalized to a broad class of cost functions by observing that, in
the CQL framework, the objective function always appears as a diagonal operator on the parameter register,

He= ) L(9)[6)(6]. (S17)

0€Gm

Thus, constructing a block-encoding of a cost function amounts to constructing a block-encoding of a diagonal matrix
whose entries are the loss values over the discretized parameter grid.
The basic primitive is the coherent model-evaluation unitary

Ue(0) @ 10)°™) = D [on(x,0)[0)]6) + aa (2, 0)[1)]6)], (S18)
0€Gm

which evaluates the model simultaneously for all parameter values 6. For a binary classification task with label y, the
relevant probability is

py(2,0) = oy (2, 6)2. (S19)
Therefore, many common losses can be written as a scalar function of this probability,

Ly(x,0) = Fy(py(2,0)). (S20)
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The block-encoding strategy then consists of two steps: first construct a block-encoding of the probability operator

By= %" py(x,0)0)(0), (S21)

0€Gm

and then apply a polynomial or arithmetic transformation that maps p, — F,(py).

For example, using amplitude-to-diagonal conversion, query access to U, ¢ can be used to construct a block-encoding
of

VB, = 3 a,(x.0)0)0]. (522)

0€Gm

Multiplying this block-encoding by its adjoint gives

VP,VPL =3 Jay(x,0)210)(6] = B ($23)

0€Gm

Once Py is block-encoded, different losses can be obtained by applying a function F), to this diagonal operator:

He = Fy(P) = Y Fy(py(x,0))|0)(6]. (524)
0€Gm

A first important family consists of polynomial losses. If F}, is a polynomial of degree d,

d
Fy(p) = Z cup”, (S25)
k=0

then Fy(lf’y) can be block-encoded using QSVT or by combining powers of the block-encoding of Py. In this case, the
query complexity scales linearly with the polynomial degree:

Nqueries = O(d> (826)

uses of the block-encoding of Py and its inverse, up to the cost of preparing the required QSVT phase sequence or
LCU coefficients. This immediately covers losses such as

Ly('rag) = 1_py(xa9)7 (827)
which has degree one, and mean-square-type losses such as
‘Cy(x70) = (1 —py(l',e))Q, (828)

which have degree two.
More general smooth losses can be handled by polynomial approximation. Suppose F, is bounded on the relevant
interval p € [0, 1], and choose a polynomial P, such that

F,(p)
Pylp) — | < ¢, S29
prél[%ﬁ] (p) ap ‘_ : (529
where
> F S30
aF_;%EIAMI (S30)

is the block-encoding normalization. Applying QSVT to the block-encoding of Py gives

Fy(By)

Pd(py) ~ ap

(S31)

The cost is

Nqueries = O(d) (832)
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If F, is analytic on and around the interval of interest, the degree can often scale as
d = O(log(1/¢)), (S33)

up to constants depending on the analytic domain. If ), is nonsmooth or has singularities, the polynomial degree may
scale polynomially in 1/¢. For instance, a cross-entropy-type loss

Ly(x,0) = —logpy(z,0) (S34)
requires restricting the domain to
py(x,8)>6>0 (S35)
or regularizing it as
Ly(z,0) = —log(py(z,0) + ), (S36)

because the logarithm is singular at p = 0. The approximation degree then depends not only on &, but also on the
cutoff parameter §.

Alternatively, the loss might be expressed as the expectation value of an observable O on the model evaluation qubit
register. Suppose

L(x,0) = ((z,0)|0[¢(x,0)), (S37)
where O is a Hermitian observable with an efficient block-encoding or LCU decomposition. Since

¢ (x,0))

is prepared coherently by the model-evaluation unitary, one can use a Hadamard-test-like or amplitude-to-diagonal
construction to encode the diagonal operator

He =) (¥(x,0)|0)(z,0))|6)(6]. (S38)

0€Gm

If the final cost is a nonlinear function of this expectation value, the same QSVT or polynomial-approximation strategy
can then be applied.

S2.3. Homogenizing Block Encodings

Suppose Uy is an (a4, a, € 4)-block-encoding of A and Ug is an (ag, b, ep)-block-encoding of B. Let m = max(a, b)
and pad the smaller block-encoding with dummy ancillas so that both use m ancilla qubits. Then choose o >
max{a,ap}. For X € {A, B}, define yx = %X. Adding one extra ancilla and a single-qubit unitary Rx satisfying

(0|Rx|0) = vx, the unitary Ux = Rx ® Ux satisfies
m1 75 m+1 X
({0 | DHUx(]0 >®I):E' (S39)

Thus, both block-encodings can be homogenized to have the same number of ancillas and the same normalization a.
Once homogeneized we can sum the three terms using standard LCU.

Appendix S3: Batched CQL Algorithm

This appendix provides the core physical and mathematical details for the batched Coherent Quantum Learning
CQL framework. To maintain a direct and transparent presentation, we omit implementation-specific hardware details,
such as the auxiliary clock register dimension and block-encoding circuits, focusing instead on the continuous state
evolution which applies uniformly across all batches. The complete operational implementation of this framework is
structured as follows:
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Algorithm 1: Batched Coherent Quantum Learning (CQL)

Input : Dataset D split into B batches {81, Bs,...,Bp};
Total training epochs F;
Evolution time per batch 7.

Output : Optimized parameter state |Ugpa)-

// 1. Setup Initial Search Space
if no prior information available then
L Initialize parameter state |¥) as a flat, uniform superposition across all possible parameter options 6;

else
L Initialize parameter state |¥) as a localized Gaussian wavepacket centered at an informed initial guess 6y;

bl

// 2. Main Training Loops

for epoch e=1 to F do

Shuffle dataset batches;

for batch b=1 to B do

Read current data samples from batch By;

Map the batch’s cost function into the physical system as a loss landscape operator H 2 (Bp);
Combine Kinetic and Loss forces into the total batch Hamiltonian ﬁggL(t);

// Let the physics naturally update the parameters

Evolve the quantum state continuously for duration 7:

|¥) + Evolve (|\I/> ,H’g%L,T);

Note: The resulting state |U) is passed directly as the starting point for the next batch (No classical
measurement intermediary!);

[Vhnal) < |V);
return |¥ g,,1)

The training dataset D is partitioned into B mini-batches {Bi,...,Bg}. The continuous model parameters are
mapped onto an m-qubit discrete coordinate grid G,, containing 2™ states. For each batch By, we define a diagonal
loss Hamiltonian representing the potential energy landscape of that specific batch:

He(By) = ) L(By,0)10) (0] (S1)

0€Gm

where L(By,0) is the batch loss evaluated at coordinate 6.
The training process is driven by a time-dependent physical system combining kinetic exploration K and batch-specific
potential attraction H.(Bp). For any batch b, the system evolves under the Hamiltonian:

A& (1) = e?OK + XD f1(By) (S2)

The quantum state vector is propagated sequentially from one batch to the next. The final state of batch b — 1
serves directly as the initial state for batch b:

|W,) = T exp <_¢ /0 ’ A (2) dt) 1Wy_1) (S3)

Because the evolution time 7 per batch is finite and the damping ratio e#® /eX(*) does not collapse to zero within a
single batch, the wavefunction retains a non-zero kinetic dispersion. This physical mechanism introduces an implicit
regularization, analogous to a classical learning rate, preventing the state from freezing into a single batch’s local
minimum, thereby avoiding catastrophic forgetting across the global training sequence.

Appendix S4: Details on Quantum Classification with a Data Re-Uploading Model

In this section, we provide additional details on the numerical results presented in Fig. 3. We consider a single-qubit
data re-uploading model with two layers, resulting in two trainable parameters. The parameter space is discretized
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(a) Dataset employed in the numerical simulations. The task is a one-dimensional binary classification problem in which

samples lying inside the interval (—%", g) are assigned to one class, while the remaining samples belong to the other class.
Noise is added to the data. The training and test sets contain 100 and 500 samples, respectively.
Train loss Test loss
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(b) Figure comparing the train and test loss evolution during training for a traditional hybrid gradient descent method
(lavender) and the proposed CQL method (purple).

FIG. S2. Numerical simulations and training performance for the proposed CQL method.

using five qubits per parameter, yielding a grid of 2° points over the interval (—m, ), corresponding to a resolution of

g—g ~ (.20 radians. The dataset, shown in Fig. S2(a), consists of a one-dimensional binary classification task in which
the objective is to determine whether a data point lies inside the interval (—%, %’T) or outside it. To avoid trivial

separability, additive noise is introduced by perturbing the input data, thereby broadening the class boundary. The
training and test sets contain 100 and 500 samples, respectively; the larger test set is used to obtain more reliable
performance estimates, as evaluation is computationally inexpensive compared to training.

The learning dynamics are governed by the damping functions

which control the effective learning rate and convergence behavior. The total evolution time is set to 1072, s, chosen
heuristically to balance learning effectiveness and robustness to outliers. The initial state of 6 is taken as a uniform
superposition over all discretized parameter values, reflecting the absence of prior information. For comparison, the
same model is also trained using a classical optimizer, namely stochastic gradient descent with learning rate 0.1 and
random parameter initialization.

Figure S2(b) shows the evolution of both training and test losses during sequential single-sample updates induced by
the CQL procedure. A conventional hybrid optimization scheme based on stochastic gradient descent, using the same
batch size of one, is included for comparison. The loss rapidly converges—within approximately 15 updates—to a
regime where the dominant minima are correctly identified, and the most probable sampled parameters correspond to
near-optimal values. Beyond this point, further improvements in the loss are marginal. In contrast, the probability
distribution over parameters exhibits a richer dynamical behavior, continuing to evolve after loss convergence. In
particular, it progressively refines its structure and captures finer features of the landscape, thereby providing a more
informative representation of the learning process than the loss alone.

Appendix S5: Details on Interferometric Phase Learning
S5.1. Mach—Zehnder Interferometer State Evolution

To rigorously model the evolution of a single photon injected into the horizontal input port from the left, we map
the lower and upper spatial paths onto the standard single-qubit state space C? where |0) = (1 O)T and [1) = (0 1)T.
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A symmetric 50:50 beam splitter (BS) is characterized by the unitary operation:

1 /14
w575 (01)
where the off-diagonal imaginary component i captures the relative 90° phase shift acquired upon reflection. The
dual-path phase shifting stage is represented by the diagonal unitary operation P = diag(e*?, ¢!?).Beginning in the
initial lower-path state |i¢;) = |0), the complete unitary evolution through the Mach—Zehnder interferometer sequence
yields the final output state vector before measurement:

1/1 4\ (e? 0 1 L[ e —¢i?
w=ssposie=3 (3 1) (5 %) ()&= (160 %)
By factoring out the common phase factor iet*3" and exploiting Euler’s trigonometric identities, the state vector can
be compactly rewritten as a superposition of the computational basis kets:

pg) = it 45 {_ sin ("52_9> 10) + cos <¢ - 9) |1>} .

The projection probabilities p(0) = |(0[¢¢)|* and p(1) = |(1]¢)f)|* follow immediately via Born’s rule, yielding the
standard interference formulas utilized in the main text.

S5.2. Numerical Implementation and Simulation Framework

The numerical evaluation of the path-encoded phase estimation framework under CQL is implemented by mapping the
continuous parameter space 6 € [—m, 7| onto a discrete computational grid. For an n-qubit representation (n = 5), the
coordinate space is uniformly partitioned into 2" = 32 discrete points, while the temporal domain over a total duration
T = 5.0 is sampled via N = 1000 discrete time slices, defining a temporal resolution of dt = 5 x 1073, The target state
vector corresponding to the unknown phase shift ¢ is initialized within the simulator using the equivalent two-level
projection |trarget) = (cos(¢/2) —i sin(¢>/2))T, which governs the physical loss landscape £(6) = 1 — [(¢target|1(0))]?.
For the time-dependent schedules, we employ ¢(t) = 1/t for the kinetic term and x(¢) = ¢ for the potential contribution,
which satisfy the requirements of the general QHD and CQL protocols.
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