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Abstract

The success of quantum machine learning depends heavily on how classical data is encoded into quantum
states. Most existing encodings treat a datum as a vector and map its coordinates into amplitudes, phases, or
rotation angles, an approach that captures the attributes of individual data points but tends to overlook the
higher-order relational structure that many datasets carry. We introduce quantum topological data encoding
(QTDE), a framework that constructs a quantum feature map directly from the combinatorial Laplacian of a
simplicial complex, so that the topology of the data drives the quantum evolution. This generalises graph-based
quantum evolution kernels to higher dimensions, and admits two readouts of the same evolution: an implicit
fidelity kernel and an explicit vector of measurement features. We further generalise to a trainable polynomial
spectral filter realised through the quantum singular value transformation (QSVT). On binary classification
tasks over Erdos—Rényi clique complexes, the quantum representations match or exceed a classical baseline
that compares combinatorial Laplacians directly, with the clearest gains at higher simplicial dimensions.

1 Motivation

Many datasets in the physical and social sciences carry geometric and topological structure that vector-based
representations struggle to expose. Topological data analysis (TDA) captures this structure by building simplicial
complexes that encode higher-order interactions among data points and by studying operators such as the
combinatorial Laplacian, whose spectrum reveals connected components, loops, voids, and higher-dimensional
analogues. TDA has proven useful across biological and social networks, molecular systems, cancer research, and
medical imaging, where relevant signals often live in higher-order interactions rather than isolated features.

Quantum machine learning offers a route to processing high-dimensional data through inner products between
quantum states, a viewpoint that underlies quantum kernel methods. The choice of encoding is critical: it
fixes the state-preparation cost, model expressivity, and inductive biases. Yet when the data carries relational
structure best described by a simplicial complex, that topology is usually treated as a quantity to be analysed
after encoding rather than as a resource that shapes the encoding itself. This motivates the central question we
address: can topological structure itself serve as the basis for a quantum data encoding?

Contributions. This work introduces Quantum Topological Data Encoding (QTDE), a framework that
constructs quantum feature maps directly from simplicial complexes. QTDE unifies implicit kernel and explicit
measurement-based representations within a single topology-driven evolution, and generalizes these encodings
through polynomial spectral filters implemented by QSVT. We also demonstrate competitive performance on
classification tasks of high dimensional topological spaces.

2 The QTDE Framework

Let X be a datum carrying relational structure, for instance a graph or a network, and let K (X) be its clique
(flag) complex, whose k-simplices are the (k+1)-cliques of the underlying graph. The geometry of how simplices
fit together is captured by the boundary operators By, from which the k-th combinatorial Laplacian is assembled,

Lk _ B];er + Bk+lBl—€r+]_ c Rnkxnk, (1)

*Ipira@nus.edu.sg



where ny, is the number of k-simplices. The operator Ly is real, symmetric, and positive semidefinite; its kernel
is isomorphic to the k-th real homology of K(X), so dimker Ly equals the k-th Betti number S, while the
remaining spectrum carries other topological information. For £ = 0 the construction reduces to the ordinary
graph Laplacian, so Ly is a genuine higher-order generalisation of the familiar graph operator.

Two properties make Lj well suited to a quantum encoding. Being Hermitian, it generates a unitary
evolution Ug(t) = e'lrt for every t € R, and being sparse, it is amenable to efficient Hamiltonian-simulation
techniques. QTDE turns this topology-driven dynamics into a learnable representation. Starting from the
uniform superposition |s) = nlzl/ 2 >k |i) over the k-simplices, we evolve

[Uk(X)) = et s) (2)

which places all simplices on equal footing and yields a global spectral probe of the Laplacian. The same
evolution is read out in two complementary ways.

Implicit representation (topological quantum kernel). The complex is mapped to the state |V (X)).
Two quantum state representations of the classical topological data are compared through the fidelity kernel

/‘Gk(Xl,XQ) _ ‘<\I/k(X1)> Wk(XQ)’Q _ ’<8‘ e—iLk(Xl)t eiLk(Xz)t ’8>’2, (3)

which is positive semidefinite by the Schur product theorem and can be used directly in a support vector machine.
Comparing complexes through this kernel, rather than through the matrices L; themselves, lets the unitary
dynamics expose spectral features of the higher-order topology.

Explicit representation (measurement features). The second readout summarises the same evolution
through a small number of measurement outcomes. A canonical and inexpensive choice is the projector onto the
initial state, whose expectation is the survival amplitude

a(t) = (s| et |s) = S |(s) op| %™, (4)
A

the characteristic function of the spectral measure of Ly seen from |s). Its stationary component is supported
on the harmonic subspace ker L; and carries the 5, content, while its oscillatory part encodes the rest of the
spectrum. Sampling a(t) at several times and stacking real part, imaginary part, and modulus produces a
compact, basis-free fingerprint of the dimension-k topology that avoids pairwise kernel evaluations.

Generalised spectral encodings. The exponential filter is one member of a broader family. Since e*l+t ig
a function of Ly, it may be replaced by an arbitrary trainable polynomial pg(Ly) = Zf:o a, Ly, realisable on
quantum hardware through QSVT, with the exponential recovered for a, = (it)"/r!. Tunable coefficients let the
filter emphasise the spectral ranges of the Laplacian that best separate the classes, at the cost of additional
parameters. Figure 1 of the appendix summarises the full pipeline.

3 Experiments and Results

We evaluate QTDE on binary graph classification over random topological spaces built from Erdés—Rényi graphs
G(n,po) and G(n, p1) that share a common vertex set. This isolates differences in graph density while preserving
vertex identities across samples. For each graph the clique complex is constructed, and each simplicial dimension
k is treated as a separate classification problem so that the contribution of each topological scale can be read off
independently. Laplacian actions are evaluated with a sparse Krylov-subspace matrix-exponential routine as a
classical surrogate for the Hamiltonian-simulation step. The natural classical baseline compares the same objects
L, directly, through a Gaussian kernel on the Frobenius distance between Laplacians; this holds the learning
algorithm fixed and attributes any performance gap to the representation alone. All results use stratified five-fold
cross-validation with a fixed fold assignment shared across methods.



QTDE versus direct Laplacian comparison. Across a ladder of increasingly difficult density gaps (Figure 1
of the Appendix I), the comparison is most informative on the separable task and at large k. At low and
intermediate dimensions all methods saturate near unit accuracy and are indistinguishable. As k grows, the
matrix-difference baseline falls away while the fidelity kernel and the survival features retain high accuracy
for several additional dimensions before declining, the eventual drop reflecting that high-dimensional clique
complexes on small vertex sets contain few simplices and yield near-zero Laplacians. On the two hardest tasks
the methods interleave within the 0.5-0.7 band, with the quantum readouts generally at or above the baseline
and the survival features the steadier of the two. Accuracy is clearly non-monotonic in k: the most discriminative
simplicial scale is task-dependent rather than simply the largest available dimension.

Implicit versus explicit readouts. Although the two representations access the evolution in different
ways, both produce similarity matrices with clear block-diagonal structure that separates the two graph classes
(Figure 3 of the Appendix I). We observe that sometimes moving from k& = 2 to k = 7, within the same instance
of topological structure gives way to substantially richer patterns: the fidelity kernel yields a more localised
structure with stronger contrast, while the survival features give a smoother representation that preserves the
same class separation. Much of the information in the full state kernel is therefore recoverable from a small set
of measurement-derived observables, a favourable trade-off between representational power and cost.

QSVT spectral filters. We test the proposed generalization on classification task on G(40, p) with pg = 0.58
and p; = 0.60, we scan a fixed library of degree-three polynomials, implement each as a QSV'T phase sequence
acting on Ly, and evaluate both readouts against the exponential encoding and the baseline (Figure 2 of the
Appendix I). Selecting the best filter at each k produces a curve that sits above both the exponential encodings
and the baseline for nearly the entire range, with the largest separation in the intermediate regime k ~ 4—6.
Where QSVT helps most, purely even- or higher-degree filters such as z? and 2 outperform the linear filter
that generates the original exponential encoding, indicating that compressing the low-lying part of the spectrum,
rather than an arbitrary reparametrisation of the evolution time, is what drives the improvement. No single
polynomial dominates uniformly; several, including 2z + z? and the plain quadratic, outperform the linear filter,
and the strongest choice depends on k£ and on the density gap.

4 Discussion and Outlook

QTDE constructs quantum states from the topology of the data rather than from its raw coordinates. Because
the combinatorial Laplacian encodes higher-order interactions among simplices, two datasets with similar higher-
dimensional topology produce similar quantum states even when their individual graph representations differ,
and the representation is invariant to vertex permutations once the complex is fixed. The QSVT generalisation
adds the flexibility to amplify or suppress chosen regions of the Laplacian spectrum, and the empirical results
show that learning the spectral response can produce more discriminative representations than fixed Hamiltonian
evolution, albeit with modest absolute gains on these benchmarks. Several limitations remain. The size of the
combinatorial Laplacian grows rapidly with the simplicial dimension, limiting scalability for dense complexes;
the polynomial filters considered here are fixed rather than optimised end to end; and the benchmarks are small
proof-of-concept instances compatible with classical simulation. We do not yet provide formal guarantees on
quantum advantage, expressive power, or generalisation. Natural next steps include learning spectral filters
directly from data through variational or gradient-based QSVT synthesis, validating QTDE on near-term
hardware under realistic noise, and extending the framework to persistent, multi-scale, and dynamic topological
structures.

More broadly, QTDE suggests that spectral transformations of combinatorial Laplacians provide a natural
design principle for quantum data representations, opening new directions for topological quantum learning
beyond graph kernels and fixed Hamiltonian evolution.
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Figure 1: Classification accuracy based on QTDE (using the Support Vector Machine) as a function of simplicial
dimension k for binary classification tasks on clique complexes based on Erdés—Rényi random graph ensembles.
The three panels correspond to increasingly challenging discrimination tasks between topological-space classes
generated based on random graphs with different edge probabilities. Results are shown for the proposed fidelity
kernel representation (blue) and survival features (green), together with a classical baseline based on direct
comparison of combinatorial Laplacians through a matrix-difference kernel (brown). Classification performance
is reported as the mean 5-fold cross-validation accuracy.
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Figure 2: QSVT with degree-three polynomial spectral filters pg(Ly) on Erdés—Rényi clique complexes (G(40, p):
po = 0.58 vs. p1 = 0.60, 25 graphs per class). (A) Per-dimension accuracy for the best-performing filter at each k,
for the fidelity kernel and survival features, against the original exponential encoding and the matrix-difference
baseline. (B, C) Accuracy as a function of filter and dimension k for the fidelity kernel and survival features,
respectively. (D) Filters ranked by best accuracy attained over all k. Error bars in (A) denote the standard
deviation over five-fold cross-validation.
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Figure 3: Comparison of the implicit and explicit representations produced by QTDE. (a) and (b) show the
fidelity kernel matrices computed from the evolved quantum states for simplicial dimensions &k = 2 and k =7,
respectively. (c¢) and (d) show the corresponding similarity matrices obtained from the explicit survival-feature
representations using cosine similarity. Graphs are ordered by class, and the cyan lines indicate the class
boundary separating the two graph ensembles.
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Many datasets encountered across a wide range of domains possess rich geometric and topological
structure that is difficult to capture using conventional vector-based representations. Quantum
machine learning offers the possibility of processing high-dimensional data in Hilbert spaces, but
its practical success depends critically on how classical data is encoded into quantum states. We
introduce quantum topological data encoding (QTDE), a general framework for encoding topological
information into quantum states via topology-driven quantum evolution. Our method generalises
an existing topology-driven quantum encoding framework to higher-dimensional data. We test
the proposed method on classification tasks, and provide preliminary evidence that the proposed
methodology may be capable of surpassing classical data representation capabilities. The proposed
quantum representations yield consistently superior results compared to a method based on direct
comparison of the Laplacian matrices that classically describe the topological data. We indicate
several areas of application where the framework can used to provide a more efficient and reliable

data representation.

I. INTRODUCTION

The ability to extract meaningful information from
complex data lies at the heart of modern science and
engineering. Across disciplines ranging from physics and
chemistry to biology and the social sciences, advances
increasingly depend on our ability to construct repre-
sentations of data that expose the underlying structure
relevant to a given task. The choice of representation is
often as important as the learning or inference procedure
itself, as it determines which features of the data become
accessible for analysis and prediction. Machine learning
has emerged as a powerful framework for automatically
discovering useful representations from data [1, 2]. At the
same time, heightened interest in quantum computing has
motivated the development of quantum machine learning,
which seeks to exploit quantum mechanical systems as
computational models for processing and learning from
information [3]. One of the main challenges in quantum
machine learning is how to encode classical data into
quantum states in a way that is both informative and
efficient [4-7]. The choice of encoding largely determines
which features of the data become accessible to subse-
quent quantum processing and therefore plays a crucial
role in the success of quantum learning algorithms.

A common perspective in quantum machine learning
is to regard quantum circuits as feature maps into high-
dimensional Hilbert spaces [8, 9], where learning is per-
formed through inner products between quantum states.
This viewpoint underlies quantum kernel methods and
highlights that the effectiveness of a quantum learning
algorithm depends fundamentally on the chosen embed-
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ding of classical data into quantum states [10]. Exist-
ing feature maps largely encode vectorized data through
amplitudes, phases, or parameterized rotations. Many
existing quantum encoding strategies treat data as vec-
tors and map their coordinates directly into amplitudes,
phases, or circuit parameters. While such approaches
are often straightforward to implement, they typically
focus on the individual attributes of data points and may
fail to capture more intricate structural information. In
many applications, however, the relationships between
data points are as important as the points themselves.

Topological data analysis (TDA) provides a framework
for capturing such structure by constructing simplicial
complexes that encode higher-order interactions and by
studying associated operators such as combinatorial Lapla-
cian [11, 12]. These objects reveal topological properties
of a dataset that are not accessible through pairwise re-
lationships alone. Combinatorial Laplacians can be used
as an access model that allows to efficiently extract topo-
logical information from data [13], which can be used to
detect clusters, holes, and anomalies [14, 15]. Examples
where TDA has been shown to be an effective tool for
describing complex interactions include social and bio-
logical networks [16], molecular systems [17], and social
behaviour data such as the networks formed by analysing
how cohesive or fragmented voting behavior is [18]. Im-
portantly, TDA has been widely used and considered an
important tool in cancer research [19, 20] and medical
imaging [21]. In these datasets the meaningful informa-
tion is often encoded in higher-order interactions and
global structural patterns rather than in isolated features
alone.

Quantum analogues of topological data analysis have
been of interest since the early days of quantum machine
learning [22]. Many works have studied the quantum
computational complexity of estimating the topological
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FIG. 1: Overview of the Quantum Topological Data Encoding (QTDE) framework. Classical relational data are lifted
to a simplicial complex, encoded by the combinatorial Laplacian Ly, and mapped to quantum representations through
topology-driven evolution or spectral filtering implemented via quantum singular value transformation (QSVT). The
resulting quantum representation can be accessed either implicitly through a fidelity-based quantum kernel or
explicitly through features derived through measurement. Both representations provide topological feature maps that
can be used in downstream machine learning tasks such as classification and prediction.

invariants of the high dimensional spaces, such as the
Betti number or persistent Betti number [22-24]. Over
the years, the area of quantum topological data analysis
has been considered as a fertile ground to search for
exponential quantum advantage [25, 26].

The choice of encoding classical data into quantum
states, for example amplitude encoding or basis encoding,
directly determines the circuit depth required for state
preparation, the expressivity of the resulting model, and
the inductive biases that the quantum algorithm inher-
its with respect to the underlying data [27]. In practice,
however, no single encoding strategy has proven broadly
satisfactory: many incur state-preparation costs that scale
unfavorably, while others encode data in a manner that
bears little relation to its intrinsic structure. In the spe-
cific setting where the classical data carries relational
structure that can be represented by higher dimensional
topological representations the information of interest is
encoded in the topology of the data which is typically
treated only as a quantity to be analyzed after encoding,
rather than as a resource that could inform the encoding
itself. This observation motivates the central question we
address in this work:

Can topological structure itself serve as the basis for a
quantum data encoding?

We introduce quantum topological data encoding
(QTDE), a framework that maps simplicial complexes
to quantum states via topology-driven evolution. To this
end, we propose an extension to the method originally
proposed by [28] for preparing quantum states represent-
ing topological data, as depicted in Figure 1. We detail
our main contributions as follows.

Given a combinatorial Laplacian matrix Ly which de-
scribes a discrete topological structure 7 called a simpli-
cal compler in dimension k, we propose the the following
feature map: 7 — H which maps each k£ dimensional
topological structure into a Hilbert space. Specifically,
similarly to [28] we propose to evolve a quantum state

|s>®(’fil) by a unitary operator defined by the topology
of T in dimension k, namely U = e!l*!| for some suffi-
ciently large choice of t. We know U is unitary since Ly
is Hermitian. This yields,

et )2 0) = w(7) (M)
The state U(T) is a quantum state obtained by a unitary
evolution process driven by the topology of T encoded
in the matrix Lg. For two different topological spaces
71 and 7> and the corresponding Laplacian matrices in
dimension k, Ly(71) and Ly(7z), instead of comparing
the matrices directly, we can compare the two quantum
states generated by the described process. We compute
the kernel between the two quantum state representations
of the spaces as K = | (¥(71)|¥(72)) |>. As an alternative
approach we propose a method where one evaluates the
quantity v; = (s|e’®*% |s) and forms an explicit feature
vector ¥ = (v1, v, ..., vj).

Whenever two topological spaces are of different sizes,
we perform a known technique of padding the feature
vectors with zeros to match the dimensions, this corre-
sponds to embedding the quantum state of the smaller
topological space in the space that matches the size of
the quantum state of the larger topological space. In
both cases the representation is generated by a unitary
evolution driven by the topology of 7 in dimension k,
which is captured by the Laplacian matrix Ly.



Additionally, we propose a further generalization of the
prior two approaches that broadly encompasses the entire
framework. Using quantum singular value transformation
(QSVT) [29] we can apply arbitrary polynomial py to
the Laplacian matrix. The advantage using of the trans-
formed Laplacian comes from the tunable coefficients that
can expose the spectral ranges of the Laplacian that are
particularly relevant for separating the classes of data.
In general, it is non-obvious whether quantum evolu-
tion driven by a dimension-dependent topology yields a
meaningful representation. Nevertheless, motivated by
promising results with a similar methodology for the low-
est dimension (when the structure is a graph) investigated
in [28] we propose a new extended approach allowing for
general encoding of arbitrary higher dimensional data.

The rest of this manuscript is structured as follows.
In Section II, we introduce the necessary preliminaries
on quantum evolution kernels, simplicial complexes, and
combinatorial Laplacians. Section III presents the pro-
posed QTDE framework, including both implicit and ex-
plicit representations, together with a polynomial spectral
generalization based on quantum singular value transfor-
mation. The experimental methodology and benchmark
datasets are described in Section IV. Numerical results are
presented and analyzed in Section V. In Section VI, we
discuss the computational complexity and implementation
aspects of the proposed framework. Finally, Section VII
concludes the paper and outlines directions for future
research.

II. PRELIMINARIES

Notation
We write [n] = {1,...,n} for the index set of a vertex
set V = {v1,...,v,}. Quantum states live in a finite-

dimensional complex Hilbert space CV, with the standard
inner product (¢|¢) and computational basis {|i)};. A
pure state is a unit vector |1)) € CV defined up to a global
phase. For a Hermitian operator H = HT, the time evolu-
tion U(t) = e~ *H? is unitary for all ¢ € R, and we denote
by {(A,|¢a))} its eigensystem, H |pyr) = A|ox). Matri-
ces act as M " (transpose), MT (conjugate transpose),
ker M and im M denote kernel and image. Throughout,
X denotes a classical datum carrying relational structure
(e.g. a graph or a network), K (X) the simplicial complex
associated with it, and L the combinatorial Laplacian of
K(X) in dimension k.

A. The Quantum Singular Value Transformation

Many quantum algorithms reduce to a single task: given
access to a matrix, apply a chosen function to its spectrum.
Hamiltonian simulation applies  — e~***; linear-system
solvers apply « — 1/x; amplitude amplification applies a
sign function. The quantum singular value transformation

(QSVT) of Gilyén, Su, Low, and Wiebe [29] realizes all
of these with one primitive: given a polynomial p and a
matrix A encoded as a block of a unitary U, it applies p
to the singular values of A.

Definition 1 (Block-encoding). An (n+ a)-qubit unitary
U is a block-encoding of an n-qubit operator A with ||Al| <
1if

A= ((0[®*@ 1)U (|0)®** @),
i.e. A occupies the top-left block of U.

Theorem 1 (QSVT [29]). Let U block-encode A with
singular value decomposition A =", o; |w;)(v;|, and let
p € R[z| have degree d, definite parity, and |p(z)] < 1
on [~1,1]. Then there exist phase angles ® € R? and
an explicit unitary Us formed by interleaving d applica-
tions of U, Ut with phase rotation whose top-left block is
> p(03) |wi)(vs| (for odd p). The angles ® are efficiently
computable from p.

Transforming the spectrum by a degree-d polynomial
thus costs only d queries to U and O(d) extra gates,
independent of the dimension of A.

B. Simplicial Complexes

Manifolds and, more generally, topological spaces arise
throughout science and engineering as the natural set-
ting for physical fields, data distributions, and geometric
shapes. A computer, however, cannot manipulate a contin-
uum directly: any algorithm operates on a finite amount
of data, so a space of interest must first be replaced by a
finite representation. For such a representation to be use-
ful it must be faithful—it should reproduce the essential
topological features of the original space (its connected
components, loops, voids, and higher-dimensional ana-
logues) rather than merely sampling its points. Simplicial
complexes constitute a natural way discretization of a
continuous topological spaces [30]. By gluing together el-
ementary pieces: points, edges, triangles, tetrahedra, and
their higher-dimensional analogues, according to simple
incidence rules, simplicial complexes encode the shape
of a space in a finite, combinatorial form that is directly
amenable to computation.

1. Clique Complexes

For each graph G we take its clique (or flag) complex
K (QG): the simplicial complex whose k-simplices are the
(k+1)-cliques of G, so that an edge is a 1-simplex, a
triangle a 2-simplex, a tetrahedron a 3-simplex, and so on.
The clique complex is determined entirely by the graph’s
edge set, namely a set of vertices spans a simplex whenever
they are pairwise adjacent which makes it the natural
higher-order structure to attach to relational data. We



use clique complexes of Erdés—Rényi random graphs as
the benchmark throughout: varying the edge probability
p changes the density of simplices at every dimension,
giving a controlled family of topological spaces on which
each L, and hence each QTDE representation, can be
evaluated independently.

C. Combinatorial Laplacians

The geometry of how simplices fit together is captured
by the boundary operator Oy, : Cx, — Ci_1, the linear map
that sends an oriented k-simplex to the alternating sum
of its codimension-one faces,

k

Ovo, ., vk) = Y _(=1)" [vo, ..., By, ...

=0

’ Uk]: (2)

where 0; denotes omission of the i-th vertex. With respect
to the ordered bases of Cy and Cy_1, O is represented by
the incidence matriz By, € {—1,0,1}™-1>*"_ The defin-
ing property of a chain complex, 9;0x+1 = 0 (equivalently
By By11 = 0), states that the boundary of a boundary is
empty.

The k-th combinatorial Laplacian is the symmetric
positive semidefinite operator on Cj,

Lk == B;;er + Bk+1B];r+1 € Rnkxnka (3)
T/_/ ——
own up

where the down term B,CTBk couples k-simplices through
their shared (k—1)-faces and the up term Bry1B[,,
couples them through common (k+1)-cofaces. For k =0
the down term vanishes and (3) reduces to the ordinary
graph Laplacian Ly = By B] , so L;, is a genuine higher-
order generalisation of the familiar graph operator.

Because each summand in (3) is of the form M T M, the
operator Ly is real, symmetric, and positive semidefinite;
its eigenvalues are nonnegative and its eigenvectors form
an orthonormal basis of C. Its null space is the space of
harmonic k-chains, and by the discrete Hodge theorem it
is isomorphic to the k-th real homology of K,

ker L, = Hy(K;R), dimker Ly = B, (4)
the k-th Betti number, which counts the independent
k-dimensional “holes” of K (connected components for
k =0, loops for k = 1, voids for kK = 2, and so on). The
full spectrum of Lj thus refines the purely topological
information in (4) with metric, scale-like data about the
complex.

Two features of L; make it well suited to a quantum
encoding. First, being real symmetric, it is Hermitian, so
the time evolution

Up(t) = e'brt (5)

is unitary for every ¢ € R and can in principle be im-
plemented on a quantum device. Second, Lj is sparse:

the number of nonzero entries per row is bounded by the
number of faces and cofaces a single k-simplex can have,
which enables efficient Hamiltonian-simulation techniques
(discussed in Section VI). The operator (3) therefore pack-
ages the higher-order topology of X into a Hermitian
generator, and the unitary (5) is the topology-driven dy-
namics that the QTDE framework of Section III turns
into a learnable quantum representation.

D. Quantum Evolution Kernel

A kernel method classifies data through a symmet-
ric, positive semidefinite similarity function K(-,-) that
implicitly embeds each datum into a (possibly high-
dimensional) feature space, so that learning reduces to
inner-product comparisons rather than to explicit coor-
dinates [1]. The quantum evolution kernel (QEK) intro-
duced originally in [28] describes such an embedding for
graph structures through Hamiltonian dynamics: a graph
G is represented by a Hermitian operator H(X), a fixed
reference state |z) is evolved under it, and the resulting
state

(X)) = e O ) (6)

serves as the quantum feature representation of the graph.

III. QUANTUM TOPOLOGICAL DATA
ENCODING (QTDE)

A. QTDE Framework

Let X be a dataset whose elements carry relational
structure (for instance a graph, or a network). We as-
sociate to X an abstract simplicial complex K(X): a
finite collection of simplices closed under taking faces,
where a k-simplex o = [vg, ..., vx] records a k-th order
interaction among k + 1 elements. Throughout, K(X) is
the clique (flag) complex of the underlying graph, so that
a k-simplex is a (k+1)-clique.

We propose two representations of X built from Equa-
tion (3) and Equation (5): an implicit (kernel) repre-
sentation in which the datum is mapped to a quantum
state and compared through inner products, and an ex-
plicit (measurement) representation in which the datum
is mapped to a finite real feature vector. Both share the
same evolution; they differ only in how the evolved state
is read out.

B. Instantiations of QTDE
1. Implicit Representation: Topological Quantum Kernel

We define the feature map K (X) — H that sends the
complex to the quantum state obtained by evolving a



fixed reference state |s) under the topology-driven unitary

(),
(Wi(X)) = Uk(t) [s) = e

where |s) is the uniform superposition state over the
simplicies in the complex;

- V}Z> ®)

the state therefore has the same dimension as the Lapla-
cian. The map is a genuine feature map: the (in general
high-dimensional) vector |¥;(X)) is never materialised
explicitly and is accessed only through inner products.
For two datasets X1, Xo we compare the induced states
by the fidelity kernel

sy, lshecm, (7)

k(X1, X2) = | (Uh(X1) | Ur(X2)) |

| (v
| (5] e RO LR | ‘2.

9)

Writing G2 = (V5 (X1)|Ux(X2)) for the Gram matrix of
the states, the kernel (9) equals the entrywise product Go
G; by the Schur product theorem it is positive semidefinite,
S0 it is a valid kernel and can be used directly in a support
vector machine,

F(X) = sign( 30, ugi Kx(Xi, X) +0). (10)

Comparing complexes through (9), rather than comparing
the matrices Ly directly, lets the unitary dynamics expose
spectral features of the higher-dimensional topology while
keeping the comparison invariant to the unobservable
global phase. For two complexes with different numbers
of k-simplices the states (7) are embedded in a common
Hilbert space by zero-extension before the inner prod-
uct (9) is taken; the evolution itself always occurs in
Cr-.

2. FEzxplicit Representation: Measurement Features

The implicit representation requires the full state and
a pairwise kernel. The second representation instead
summarises the same evolution by a small number of
measurement outcomes, yielding an explicit feature vector
amenable to a linear model. Starting from a fixed initial
state |s) (Equation (8)) on the k-simplices, we evolve

|sx (1)) = e Hes) (11)

and record the expectation values of a chosen set of ob-
servables {M;}7, at times {t;}

(X)) = ((sx

(t5), My sx(t;)))
The data are then classified linearly in this explicit feature

o1 € K™ (12)
space,

F(X) = sign(w - ¢(X) +), (13)

with weight vector w and bias b learned from data. A
canonical and inexpensive choice of observable is the pro-
jector onto the initial state, M = |s)(s|, whose expectation
is the survival (return) amplitude

= S |isloa) [T e, (14)
A

where {(\, ¢,)} is the eigensystem of Ly. Equation (14)
is the characteristic function of the spectral measure
of Lj seen from |s): its time-stationary component is
supported on the harmonic subspace ker Ly and thus
carries the topological (8x) content, while its oscilla-
tory component encodes the remainder of the spectrum.
Sampling a(t) at several times and stacking ¢(X) =
(Rea(ty), Ima(ty), |a(t )\Q)j gives a compact, basis-free
fingerprint of the dimension-k topology that requires nei-
ther a shared Hilbert space nor pairwise kernel evalua-
tions.

a(t) = (s|e'™"|s)

C. Generalized Spectral Encodings

The exponential filter (5) is one element of a broader
family. Since e~*I*? is a function of Ly, one may replace
it by an arbitrary (trainable) polynomial applied to the
Laplacian,

R
=> a Lj, (15)
r=0

realisable on quantum hardware through quantum sin-
gular value transformation, and use py(Lyg) |s) in either
representation. The exponential map is recovered for a, =
(—it)" /rl. Tunable coefficients let the filter emphasize the
spectral ranges of the combinatorial Laplacian that best
separate the classes, at the cost of additional parameters.
The expansion e~Pe(Lo)t |g) =5 3(7? T |s) makes
explicit that both representations implicitly probe high
powers of a large, higher-dimensional operator.

IV. TESTING AND BENCHMARKING
A. Implementation and Reproducibility

All experiments were implemented in Python. Graphs
and their clique (flag) complexes were constructed with
NETWORKX, and the combinatorial Laplacians L were
assembled as sparse matrices from the boundary opera-
tors By, Biy1 using SCIPY. The action of the topology-
driven unitary e'*' on the initial state was evalu-
ated by a Krylov-subspace matrix-exponential routine
(scipy.sparse.linalg.expm_multiply), which exploits
the sparsity of L and returns the evolved state at all sam-
pled times t1,...,t7 in a single pass; this is the classical
surrogate for the Hamiltonian-simulation step discussed



in Sec. IV. Classification was performed with the sup-
port vector machines of SCIKIT-LEARN: the fidelity and
matrix-difference kernels were passed as precomputed
Gram matrices, while the explicit survival features were
classified with a linear SVM. Figures were produced with
MATPLOTLIB.

To keep the reported numbers reproducible, we fix all
sources of randomness and hold the learning pipeline
constant across representations. The dataset is generated
from a fixed seed; the SVM regularization is fixed at C' =1
for every method; the Gaussian-kernel bandwidth of the
classical baseline is set by the median heuristic rather than
tuned; and the survival features are standardized inside
the cross-validation pipeline (using training-fold statistics
only) so that no information leaks from validation folds.
Model assessment uses stratified five-fold cross-validation
with a fixed fold assignment shared by all methods, and
we report the mean and standard deviation of the fold
accuracies. Each simplicial dimension k is evaluated as a
separate classification problem, with no averaging across
dimensions, so that the discriminative contribution of
each topological scale can be read off independently.

The complete source code needed to reproduce the
datasets, encodings, baselines, and figures will be made
publicly available as open source upon publication.

B. Benchmark Datasets

To evaluate the proposed QTDE framework, we con-
sider a binary graph classification task on random topo-
logical spaces based on Erdos—Rényi random graphs with
different densities. Two classes are generated according
to different edge probabilities,

G(n,pg), G(n7p1)7

with a common vertex set of size n. The classification
task therefore isolates differences in graph density while
preserving the vertex identities across all samples.

For each graph, the associated clique complex (flag
complex) is constructed. A clique of size (k + 1) is inter-
preted as a k-simplex. Simplices are enumerated up to a
prescribed maximum dimension k.. For each dimension
k, classification experiments are performed independently.
No averaging across dimensions is employed, allowing
the discriminative power of each topological scale to be
assessed separately.

Our tests constitute an elementary benchmarking
methodology, and serve as a proof of concept rather than
an extensive and comprehensive benchmarking on domain-
specific datasets, which we reserve for future works.

C. Construction of QTDE Representations

The Hilbert space associated with a graph at dimen-
sion k is Hy = C™, where ny = |Sk| is the number of

k-simplices. Each basis state corresponds to a single sim-
plex. We use a uniform superposition over all k-simplices,
as a starting state Equation (8). This initialization en-
sures that all simplices contribute equally to the dynamics
and yields a global spectral probe of the Laplacian. For
numerical stability while preserving relative scale informa-
tion, all Laplacians at a fixed dimension are normalized
using a single dataset-wide constant, Ly = i—:, where
¢ = maxg (max diag(Lg(G))) . The quantum state asso-
ciated with graph G is evolved according to

() = et [s) | (16)

for a discrete set of evolution times t¢1, ..., tr. The matrix
exponential action is evaluated using sparse Krylov-based
propagation [31].

D. Baselines

We know that encoding the topological data into quan-
tum states is an interesting research direction on its own.
Direct comparison of the Laplacian matrices is the nat-
ural baseline, but it might be hard to encode that data
on quantum computers and manipulating large matri-
ces is something that quantum computers might struggle
with, whereas, on the other side manipulating quantum
states and implementing quantum evolution are natural
quantum computing operations. To assess whether the
topology-driven quantum evolution serves as a more infor-
mative representation than the combinatorial Laplacian,
we compare QTDE against a classical baseline that op-
erates on the same object, Ly, but compares data by
direct matrix comparison rather than through quantum
dynamics.

For a fixed dimension k, each datum X is represented
by its combinatorial Laplacian L (X). Because all graphs
in a given benchmark share a common vertex set, their k-
simplices are identified across samples, and every Ly (X) is
embedded in a common N x N simplex basis, with N the
number of distinct k-simplices. The similarity between
two data is then measured by a Gaussian (radial basis
function) kernel on the Frobenius distance between their
Laplacians,

Kj (Xi, X;) = exp( = 7 |ILr(Xs) — Le(X))II7), (A7)

where ||-||r is the Frobenius norm and the bandwidth is
fixed by the median heuristic, v = 1/median; ;|| Ly (X;)—
Li(X;)||%.. Since the Laplacians live in the Euclidean
space (RM*N (. )p), KI is a standard Gaussian ker-
nel and is therefore positive semidefinite; it can be used
directly in the same support vector machine as the quan-
tum kernels, so that only the representation, and not the
classifier, differs across methods.

This is a natural choice of baseline for three reasons.
First, it is the most direct classical realization of the com-
parison that QTDE is proposed to replace: the implicit
representation was introduced precisely as an alternative



to comparing the matrices Ly directly (Sec. IIIB), and
K,E is exactly that direct comparison. The baseline there-
fore isolates the contribution of the quantum evolution
etlxt since both approaches take identical inputs (the
combinatorial Laplacian at the same dimension k) and
differ only in whether the topology is compared as a static
operator or through the state it generates. Second, the
Frobenius metric is the canonical, basis-consistent dis-
tance on the space of Laplacians, and combined with
the Gaussian kernel it yields a valid positive-semidefinite
kernel usable in the identical SVM pipeline; this holds the
learning algorithm fixed and attributes any performance
gap to the representation alone. Third, the baseline is
simple and nearly free of hyperparameters, making it a
conservative reference: an improvement over K ,f cannot
be ascribed to additional feature engineering or tuning
on the classical side.

E. Evaluation Protocol

All experiments that test the accuracy of classifica-
tion employ stratified five-fold cross-validation (CV). For
kernel-based methods, the complete kernel matrix is com-
puted once. For explicit features, standardization is per-
formed inside the training pipeline to prevent information
leakage. The similarity matrix for explicit feature vectors,
as in Equation (14), is computed based on the standard
measure cosine similarity, which basically evaluates the
correlation between the two vectors, and equals 1 for
identical vectors pointing in the same direction, —1 for
opposite direction, and 0 for two completely independent
vectors.

Classification performance is reported as the mean and
standard deviation of the cross-validation accuracy. Re-
sults are presented separately for each dimension k, en-
abling a detailed analysis of how different topological
scales contribute to discrimination between the topologi-
cal structures regimes.

V. RESULTS
A. QTDE vs. Classical Laplacian Comparisons

The three panels of Figure 2 form a density-gap ladder
that fixes the intrinsic difficulty of the task. The widest
gap, G(50,0.60) vs. G(50,0.70), is almost perfectly sepa-
rable, all three representations sit near unit accuracy over
most of the dimension range, whereas the more similar
ensembles G(30,0.78) vs. G(30,0.80) and, most acutely,
G(50,0.69) vs. G(50,0.70) compress every method into
the 0.5-0.7 band. Separability tracks the difference in
edge probabilities p, and the two small-gap panels repre-
sent a genuinely hard discrimination problem.

The comparison between the quantum and classical rep-
resentations is most informative on the separable panel,

and specifically at large k. At low and intermediate dimen-
sions all three curves are saturated and indistinguishable,
so that regime carries little discriminative information
about the representations themselves. As k increases,
however, the matrix-difference baseline falls away while
the fidelity kernel and survival features retain high accu-
racy for several additional dimensions before eventually
declining. The sudden drop in performance in top dimen-
sions is especially for plots based on smaller values of p,
should be attributed to the fact that for sufficiently high
k with relatively small vertex set n the Lj; combinato
rial Laplacians of the clique complexes do not contain
many k-dimensional simplices (few k + 1 cliques in the
underlying graph) in the underlying graph and are close
to being zero matrices (See Section I1B 1).

On the two hard panels the picture is more uniform: the
fidelity, survival, and matrix-difference curves interleave
within the 0.5-0.7 band, and the separations between
them are comparable to the cross-validation spread of the
individual points. The quantum readouts are generally
at or above the classical baseline across these dimensions,
with the survival features the steadier of the two. The
fidelity kernel exhibits larger dimension-to-dimension fluc-
tuations and occasional dips toward chance but we do
not read any single dimension as decisive on these ensem-
bles. Across all three tasks the accuracy is clearly non-
monotonic in k: the most discriminative simplicial scale
is task-dependent rather than simply the largest available
dimension, so the value of the higher-order Laplacians is
realised only when the relevant topological structure is
present.

B. Implicit vs Explicit Representations

Figure 3 compares the similarity structures induced
by the two representations. Although the implicit and
explicit approaches access the topology-driven quantum
evolution in fundamentally different ways, both produce
similarity matrices that clearly separate the two graph
classes. In particular, the block-diagonal structure visible
in all four panels indicates that graphs belonging to the
same class are assigned higher similarity than graphs from
different classes. This observation demonstrates that the
two representations preserve essentially the same global
organization of the dataset despite relying on different
information extracted from the quantum evolution.

The effect of the simplicial dimension is particularly
apparent when comparing the left and right columns. At
k = 2, the similarity matrices exhibit relatively homoge-
neous within-class structure, whereas at k = 7 substan-
tially richer patterns emerge. The fidelity kernel produces
a more localized similarity structure, with stronger con-
trast between similar and dissimilar graphs, while the
explicit survival features yield a smoother representa-
tion that nevertheless preserves the same class separation.
These observations suggest that higher-order simplicial
interactions encode additional discriminative information
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FIG. 2: Classification accuracy based on QTDE (using the Support Vector Machine) as a function of simplicial
dimension k for binary classification tasks on clique complexes based on Erdés—Rényi random graph ensembles. The
three panels correspond to increasingly challenging discrimination tasks between topological-space classes generated

based on random graphs with different edge probabilities. Results are shown for the proposed fidelity kernel
representation (blue) and survival features (green), together with a classical baseline based on direct comparison of
combinatorial Laplacians through a matrix-difference kernel (brown). Classification performance is reported as the
mean 5-fold cross-validation accuracy.

and that the explicit measurement-based representation
retains much of the information contained in the full
quantum state kernel while providing a significantly lower-
dimensional description.

C. QSVT Spectral Filters

Figure 4 tests whether replacing the exponential evolu-
tion et with a trainable polynomial filter py(Ly) (see
secITI C) yields a more discriminative representation than
the fixed Hamiltonian encoding, on the harder G(40, p)
benchmark (py = 0.58 vs. p; = 0.60, 25 graphs per class).
For each simplicial dimension & =1, ...,8 we scan a fixed
library of nine degree-three polynomials p(x) (Table in
panel (B)/(C) row labels), implement each as a QSVT
phase sequence acting on Lj, and evaluate both read-
outs (the fidelity kernel kj and the survival-feature vector
¢(X)) against the original exponential encoding and the
matrix-difference baseline K ,f .

a. Per-dimension comparison of best filters (panel A).
Selecting, at each k, the best-performing polynomial from
the library (QSVT-fidelity, best poly and QSVT-survival,
best poly) produces a curve that sits consistently above
both the original exponential fidelity /survival kernels and
the matrix-difference baseline for nearly the entire range
k=1,...,8, with the largest separation in the intermedi-
ate regime k ~ 4-6.

b. Polynomial-by-dimension structure (panels B, C).
The heatmaps in panels (B) and (C) show accuracy as a
joint function of polynomial choice and k, for the fidelity
kernel and survival features respectively. Two features
stand out. First, accuracy is not uniform across the poly-
nomial library at fixed k: at the dimensions where QSVT
provides its largest gain, purely even- or high-degree fil-
ters (e.g. 22, 23) noticeably outperform the linear filter x

(the original exponential encoding’s generator), indicating
that compressing the low-lying part of the spectrum is
what drives the improvement rather than an arbitrary
reparametrisation of the evolution time. Second, the two
panels are qualitatively very similar to one another: the
polynomials that are strong for the fidelity kernel at a
given k are, with few exceptions, also strong for the sur-
vival features at that same k. This mirrors the observation
in Sec. VB (Fig. 2) that the implicit and explicit readouts
extract largely overlapping information from the evolved
state; the QSVT generalisation does not appear to break
that equivalence, which suggests the benefit of spectral
filtering is a property of the encoding py(Ly) |s) itself,
not an artifact of how the resulting state is subsequently
measured.

c. Aggregate polynomial ranking (panel D). Ranking
each polynomial by its best accuracy attained over all k
(panel D) shows that no single filter dominates uniformly:
the top few entries are separated by a small margin, and
several of them (including 2z +2? and the plain quadratic
22) outperform the original linear filter =, for both the
fidelity-kernel and survival-feature readouts. This is con-
sistent with the claim that some member of a modestly
sized degree-three filter family is generally at least as
good as the exponential evolution, even though identi-
fying which member is best a priori is not obvious and
appears to depend on k£ and on the density gap of the
underlying graph.

D. Discussion

The proposed framework differs from conventional quan-
tum data encodings by constructing quantum states from
the topology of the data rather than from its raw coordi-
nates. The combinatorial Laplacian captures higher-order
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FIG. 3: Comparison of the implicit and explicit representations produced by QTDE. (a) and (b) show the fidelity
kernel matrices computed from the evolved quantum states for simplicial dimensions k = 2 and k = 7, respectively. (c)
and (d) show the corresponding similarity matrices obtained from the explicit survival-feature representations using
cosine similarity. Graphs are ordered by class, and the cyan lines indicate the class boundary separating the two graph

ensembles.

interactions among simplices, and the resulting quantum
evolution transforms these interactions into interference
patterns that depend on the spectrum of Lj. Conse-
quently, two datasets with similar higher-order topology
produce similar quantum states even when their indi-
vidual graph representations differ substantially. Unlike
vector-based encodings, QTDE is invariant to vertex per-
mutations once the simplicial complex is fixed, making

the representation naturally suited to relational data.
The exponential evolution e“** represents only one
particular spectral transformation of the combinatorial

Laplacian. Replacing the exponential with polynomial
spectral filters implemented through QSVT, the encoding
possesses additional flexibility to amplify or suppress dif-
ferent regions of the Laplacian spectrum. The empirical
results indicate that several polynomial filters consistently
outperform the original exponential evolution. Although
the absolute improvements are modest, they demonstrate
that learning or optimizing the spectral response can pro-
duce more discriminative quantum representations than
fixed Hamiltonian evolution.
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FIG. 4: QSVT with degree-three polynomial spectral filters pp(Lj) on Erdés—Rényi clique complexes (G (40, p):
po = 0.58 vs. p1 = 0.60, 25 graphs per class). (A) Per-dimension accuracy for the best-performing filter at each k, for
the fidelity kernel and survival features, against the original exponential encoding and the matrix-difference baseline.
(B, C) Accuracy as a function of filter and dimension k for the fidelity kernel and survival features, respectively. (D)

Filters ranked by best accuracy attained over all k. Error bars in (A) denote the standard deviation over five-fold
cross-validation.

Our experiments further show that increasing the sim-
plicial dimension k does not monotonically improve clas-
sification performance (Figure 2). Instead, different
datasets appear to possess informative topology at dif-
ferent dimensions, and the optimal choice of k depends
on the interaction structure relevant to the learning task.
Lower-dimensional Laplacians primarily capture local con-
nectivity, whereas higher-dimensional Laplacians encode
interactions among larger collections of simplices. When
such higher-order structures are present, larger values of k
provide additional discriminative information; otherwise,
they may introduce unnecessary complexity without im-
proving prediction. Despite relying on different readout
mechanisms, the implicit fidelity kernel and explicit sur-
vival features produce remarkably similar similarity struc-
tures and comparable classification performance. This
suggests that much of the information contained in the
evolved quantum state can be recovered from a relatively
small collection of measurement-derived observables, offer-
ing a favorable trade-off between representational power
and computational cost.

Several limitations remain. First, the size of the combi-
natorial Laplacians grows rapidly with the simplicial di-
mension, limiting scalability for dense complexes. Second,
the current work considers fixed polynomial filters rather
than filters optimized directly for downstream learning
objectives. Finally, the benchmarks considered here are
relatively small, and evaluating QTDE on larger datasets
with clear practical meaning will be an important di-
rection for future work. A natural direction is to learn
spectral filters directly from data, combining QTDE with
variational optimization or gradient-based QSVT synthe-
sis. More broadly, the framework naturally extends to
persistent simplicial complexes and dynamic topological
structures, suggesting a general family of topology-aware
quantum representation learning methods.

VI. COMPUTATIONAL CONSIDERATIONS

The computational requirements of QTDE arise from
three sources: the size of the Hilbert-space representation,
the implementation of topology-driven quantum evolu-



tion, and the cost of constructing sparse access to the
combinatorial Laplacian.

a. Representation Size. The Laplacian matrices in
dimension k are ( kil) X (kil) matrices, thus similarly the

matrix U = eo(Lr)t ig of the same size. The vectors
| (T) have to match the column size of U, which is poly-
nomial in n, for any constant dimension k = 1,2, 3... and
well as k =n—1,n—2,n — 3.... More efficient encodings
with respect to the number of qubits are possible if one
considers reduced Laplacians [], but to enact the quantum
evolution as described in this work the qubit requirements
scale linearly with the number of k-simplices.

b. Quantum Implementation. In terms of time and
circuit complexity, the efficiency of the quantum evolu-
tion step reduces to the efficiency of implementing the
unitary evolution generated by Ly, or, in the QSVT vari-
ant, applying a polynomial spectral filter derived from py.
Standard Hamiltonian simulation methods such as Suzuki—
Trotter approximation [32] can be employed. However,
in our setting, methods based on Linear Combination
of Unitaries [33], or block-encoding in general, and re-
lated sparse-Hamiltonian simulation techniques [34] are
more natural because they can exploit the sparsity of the
combinatorial Laplacian L.

In the block-encoding approach, the first step is not to
construct the full evolution operator e**** directly. In-
stead, one constructs a unitary Uy, that encodes a scaled
version of the Laplacian as one of its blocks, for example
(0] ® NUL(]0) ® I) = Li/«, where « is a normaliza-
tion factor chosen so that Ly/a can be block-encoded.
This block-encoding is independent of the evolution time
t. To implement a particular evolution e*“**, one then
uses Hamiltonian simulation methods based on the same
Ur and Uz, with additional phase rotations chosen as
a function of at and the target precision. Thus, differ-
ent evolution times require different phase choices and
generally different numbers of calls to Uy, but they do
not require reconstructing the block-encoding of Lj. The
same logic applies to QSVT: a polynomial spectral fil-
ter is implemented by choosing a QSVT phase sequence
for the corresponding polynomial on the scaled opera-
tor Ly /a, while reusing the same block-encoding Uy,. A

degree-R QSVT filter requires O(R) calls to Uy, and Uz.
This follows from the standard pipeline for Hamiltonian
simulation and QSVT [29].

c. Resource Requirements. 'To make the scaling ex-
plicit, let ng = |Sk| and let s; be the maximum number
of nonzero entries in any row of L. One standard sparse-
Hamiltonian implementation uses access to these nonzero
entries: given a row and an index ¢ < si, one can query
the position and value of the /-th nonzero entry. Using
this access procedure as a subroutine, the post-access
cost of the quantum evolution can scale logarithmically
in the Hilbert-space dimension nj and polynomially in
Sk, the scaled evolution time at, and the precision pa-
rameters [34, 35]. The total encoding cost therefore also
includes the cost of constructing or providing this sparse
access. If Ly is built explicitly after the relevant simplices
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have been enumerated, this sparse preprocessing scales
as O(sgng). Thus, for fixed k, fixed QSVT degree R,
and a fixed number of measured features, constructing
or providing access to Ly is a leading per-instance cost;
once this access is available, the same encoded operator
can be reused for subsequent evolutions and QSVT fil-
ters. Nevertheless, for our classical simulation we use the
Krylov-subspace method [31] as noted in Section IV.

VII. SUMMARY AND OUTLOOK

In this work we introduced quantum topological data
encoding, QTDE, a general framework for representing
topological data in quantum systems through topology-
driven quantum evolution. Building upon and extending
previous approaches for quantum representations of topo-
logical objects, our framework enables the encoding of
higher-dimensional simplicial structures into quantum
states by exploiting the combinatorial Laplacian asso-
ciated with a simplicial complex. In this way, QTDE
provides a principled mechanism for transforming rich
topological information into representations that can be
processed by quantum machine learning algorithms.

We evaluated the proposed framework on several classi-
fication tasks involving topological data and compared its
performance against a classical baseline based on direct
comparisons of combinatorial Laplacians. Across the con-
sidered datasets, the quantum representations generated
by QTDE consistently yielded improved classification per-
formance, indicating that quantum evolutions driven by
topological operators can capture structural features that
are not readily accessible through conventional similar-
ity measures. These results suggest that topology-driven
quantum encodings constitute a promising direction for
integrating ideas from topological data analysis and quan-
tum machine learning.

At the same time, several limitations of the present
study should be acknowledged. First, our empirical eval-
uation was restricted to a finite collection of benchmark
datasets and relatively small problem instances that are
compatible with classical simulation of quantum systems.
Consequently, the extent to which the observed advan-
tages persist for larger and more complex datasets re-
mains an open question. Second, although the proposed
framework demonstrates improved predictive performance
relative to the considered classical baseline, the precise
origin of this advantage is not yet fully understood. In
particular, we do not provide formal guarantees regarding
quantum advantage, expressive power, or generalisation
performance. Finally, the computational cost associated
with constructing simplicial complexes and combinato-
rial Laplacians may become substantial for large-scale
datasets, motivating the development of more efficient
preprocessing and encoding procedures.

These limitations point to several directions for future
research. An important next step is the implementation
and validation of QTDE on near-term quantum hardware



in order to assess its robustness in the presence of real-
istic noise and hardware constraints. From a theoretical
perspective, it will be valuable to characterise the expres-
sive capabilities of topology-driven quantum encodings,
establish complexity-theoretic guarantees, and identify
settings in which genuine quantum advantages may arise.
Further work should also investigate alternative topo-
logical operators, persistent and multi-scale topological
constructions, and adaptive or trainable topology-driven
evolutions. Finally, extending QTDE to applications in-
volving dynamic, temporal, or heterogeneous topological
data, such as molecular systems, biological networks, and
complex social interactions, may reveal new opportunities
for quantum-enhanced learning.

Overall, our results demonstrate that topological struc-
ture can serve as the foundation of a quantum data en-
coding framework. We believe that quantum topological
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data encoding provides a versatile approach for exploit-
ing higher-order structure in quantum machine learning
and opens new avenues for research at the intersection of
quantum computing and topological data analysis.
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